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ABSTRACT:

Modern diagnosis rarely depends on a single image. Clinicians combine magnetic resonance imaging, positron
emission tomography, radiographs, and laboratory results, yet most segmentation models are trained on one
modality at a time and fail when the modality, scanner, or institution changes. Pooling data across institutions
would help, but patient privacy rules make sharing difficult. This paper presents a contrastive learning approach
to multi-modal medical image segmentation that addresses these three obstacles together. A fusion stage built on
a variational transformer autoencoder combines modalities into local latent representations. A contour-aware
generative adversarial network produces synthetic examples whose boundaries follow anatomical contours, and a
contrastive loss aligns synthetic and real examples with the local latents so that the representation is consistent
across modalities and domains. A differentially private synthetic data generation component provides a formal
privacy guarantee when data leave an institution. We evaluate the approach on cross-modality brain tumor
segmentation, multi-modal image fusion, and interpretability on two diagnostic classification tasks, Parkinson's
disease imaging and melanoma. In cross-modality segmentation, the method reached a Dice score of 0.789,
compared with 0.727 for the strongest domain adaptation baseline and 0.836 for fully supervised training, and
reduced the 95th percentile Hausdorff distance to 9.1 millimeters. Removing the contrastive loss lowered Dice by
4.5 points, the largest single loss among the ablations, and a privacy budget of 8 cost about 1.2 points. Attention
maps from the contrastive model concentrated on the striatum in Parkinson's imaging and on the lesion in
melanoma images, in contrast to diffuse attention from single-modal baselines.

Keywords: Medical Image Segmentation, Multi-Modal Learning, Contrastive Learning, Generative Adversarial Network,
Transformer, Differential Privacy, Domain Adaptation, Image Fusion

INTRODUCTION

Medical image segmentation, the delineation of organs, lesions, and other structures in images, underlies
diagnosis, treatment planning, and monitoring of disease. Accurate outlining of a brain tumor determines the dose
and the field of radiotherapy, and measurement of a lesion's extent guides decisions about surgery. Deep learning
has become the standard approach, and encoder-decoder networks and, more recently, transformer-based
architectures achieve high accuracy when trained and tested on matched data [1], [12], [13], [14], [27]. Yet three
obstacles prevent such systems from reaching their full clinical value.

The first obstacle is that diagnosis is multi-modal. Magnetic resonance imaging shows soft-tissue structure,
positron emission tomography shows metabolic function, radiographs show bone and chest anatomy, and
laboratory and clinical records add non-image context. Each carries complementary information, and a model that
sees several of them can in principle be more accurate and more robust than one that sees only a single modality
[33]. Most published models, however, are trained on one modality, and combining modalities by simple
concatenation of inputs ignores the differences in their statistics and the relationships between them.

The second obstacle is domain shift. A model trained on images from one scanner, protocol, or modality typically
degrades when applied to another, because intensity distributions and textures differ. Domain adaptation methods
try to close the gap using unlabeled target data, with approaches that align output structure, translate images
between domains, or align both images and features [8], [10], [11], [28], but their performance often remains well
below that of models trained with labels in the target domain. The third obstacle is privacy. Medical images and
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records are sensitive, regulations restrict their sharing, and institutions are reluctant to pool data, which limits the
diversity of the training sets that robust models need. Federated learning and differentially private methods offer
partial solutions, but they have not been combined with multi-modal contrastive segmentation in a unified design
[16], [17], [18], [19].

Contrastive learning offers a way to address the first two obstacles. By pulling together the representations of
examples that correspond to the same underlying content and pushing apart those that do not, contrastive
objectives learn representations that are invariant to nuisance variation such as modality-specific appearance [4],
[5], [6], [7]. In a multi-modal medical setting, the same anatomy imaged in different modalities, or a real image
and a synthetic counterpart with the same contour, form natural positive pairs. Generative models can supply such
counterparts, and if they are trained with differential privacy, they can also serve as a privacy-preserving vehicle
for sharing information across institutions [9], [32].

This paper presents a contrastive learning approach to multi-modal medical image segmentation built on these
ideas. The overall framework, shown in Fig. 1, takes multi-modal medical data through a fusion and contrastive
learning stage, a variational transformer autoencoder that produces local latent representations, and a contour-
aware generative adversarial network, with a differentially private synthetic data generation component providing
a privacy guarantee. We evaluate the approach on cross-modality brain tumor segmentation, in which its
predictions are compared with those of domain adaptation baselines in Fig. 2; on multi-modal image fusion of
magnetic resonance and positron emission tomography images, compared in Fig. 3; and on the interpretability of
the learned representation in two diagnostic tasks, Parkinson's disease and melanoma, shown in Fig. 4.

The contributions of this paper are as follows:
» A unified framework that combines transformer-based multi-modal fusion, contour-aware synthetic
example generation, and a contrastive objective aligning synthetic and real examples with local latents.
« A privacy mechanism based on differentially private synthetic data generation, with a quantified trade-
off between the privacy budget and segmentation accuracy.
* A cross-modality segmentation evaluation against domain adaptation baselines and a fully supervised
upper bound, with an ablation of each component.
* A comparison of multi-modal fusion quality against a range of fusion methods, in both qualitative and
quantitative terms.
* An interpretability analysis showing that the learned multi-modal representation focuses on clinically
relevant regions in two diagnostic tasks.
The remainder of the paper is organized as follows. Section |1 reviews the literature. Section Il discusses related
work and identifies gaps. Section IV presents the methodology. Section V describes the experimental setup.
Section VI reports results, Section VI discusses implications and limitations, and Section VIII concludes.

LITERATURE REVIEW

A. Deep Learning for Medical Image Segmentation

The U-shaped encoder-decoder network with skip connections became the foundation of medical image
segmentation, because it combines coarse context with fine localization and works with small datasets [1]. Surveys
of deep learning in medical image analysis document the rapid spread of such models across modalities and organs
[27]. Vision transformers, which model long-range relationships through self-attention over image patches, were
then introduced to vision [12] and adapted to medical segmentation, either in hybrid designs that combine
convolutional encoders with transformer layers [13] or in fully transformer-based encoders for volumetric data
[14]. Public challenges, notably the multi-modal brain tumor segmentation challenge, provide standardized multi-
sequence magnetic resonance data with expert annotations that have driven progress [2], [3].

B. Multi-Modal Learning and Image Fusion
Multi-modal learning aims to use several sources of information that describe the same phenomenon. A taxonomy
of the field distinguishes representation, translation, alignment, fusion, and co-learning, and stresses that the
challenge lies in the heterogeneity of modalities and in the lack of alignment between them [33]. In medical
imaging, image fusion combines images from different modalities, for example structural magnetic resonance and
functional positron emission tomography, into a single image that retains the anatomy of the first and the
functional information of the second. Traditional fusion methods operate in transform domains or on multi-scale
decompositions [31], whereas learning-based methods use convolutional networks to extract and merge features
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[23]. A good fused image preserves edges and structure, retains functional contrast, and avoids artifacts and color
distortion. Fusion at the representation level, inside a segmentation network, is an alternative that avoids creating
an image at all.

C. Contrastive Representation Learning

Contrastive learning trains an encoder so that representations of positive pairs are close and those of negative pairs
are far. A widely used objective, introduced with contrastive predictive coding, maximizes a bound on the mutual
information between paired representations and uses other examples in the batch as negatives [4]. Frameworks
for visual representation learning showed that strong augmentation and large numbers of negatives lead to
representations that rival supervised ones [5], [6]. Supervised variants use labels to define positives and have been
shown to improve robustness [7]. In medical imaging, contrastive learning is attractive because labeled data are
scarce and because positive pairs arise naturally from different views, modalities, or time points of the same
patient.

D. Generative Models and Synthetic Data

Generative adversarial networks learn to produce realistic samples through a game between a generator and a
discriminator [9]. Conditional variants generate images from conditioning inputs such as edge maps or
segmentation masks [20], and cycle-consistent translation between domains without paired data has been widely
used for modality translation and domain adaptation [8]. Variational autoencoders learn a latent distribution of
the data and provide a principled way to model variation [15]. In medical imaging, synthetic images can augment
training sets, translate between modalities, and, if generated under a privacy mechanism, can be shared in place
of real data. Contour conditioning is particularly relevant for segmentation, because it ties the generated image to
a known boundary, so that the synthetic example comes with a label.

E. Domain Adaptation in Medical Imaging

Domain adaptation reduces the performance gap between a source domain with labels and a target domain without
them. Output-space adversarial adaptation aligns the structure of predictions between domains [10]. Image-
translation approaches convert source images into the appearance of the target [8], and methods that combine
image alignment with feature alignment in both directions have achieved strong results in cross-modality medical
segmentation [11]. A survey of domain adaptation in medical image analysis organizes the field by the type of
shift, the available supervision, and the approach, and notes that the gap to fully supervised models remains
substantial in many tasks [28]. Contrastive objectives provide a different route to domain invariance, by explicitly
pulling together representations of the same content in different domains.

F. Privacy in Medical Machine Learning

Differential privacy provides a mathematical guarantee that the output of an algorithm does not reveal much about
any single individual's record, controlled by a privacy budget in which smaller values mean stronger protection
[16]. It can be applied during training by clipping and adding noise to gradients [17], and generative models can
be trained under differential privacy so that the synthetic data they produce inherit the guarantee [32]. Federated
learning trains a shared model across institutions without moving raw data [18], and has been proposed as a
foundation for digital health [19]. A known difficulty is the loss of accuracy at strong privacy levels, which makes
the privacy and utility trade-off a central topic of evaluation.

RELATED WORK

Related work can be grouped into multi-modal segmentation, domain-adaptive segmentation, contrastive
approaches to medical imaging, and privacy-preserving learning.

Multi-modal segmentation. Models for brain tumor segmentation typically take multiple magnetic resonance
sequences as input channels and are trained on the challenge data [2], [3]. Channel concatenation is simple but
treats modalities symmetrically and breaks down when a modality is missing at test time. Transformer-based
fusion offers a more flexible way to relate modalities [13], [14], but is usually trained with supervised losses alone.
Domain-adaptive segmentation. AdaOutput, image translation with cycle consistency, and synergistic image and
feature alignment represent successive advances in adapting segmenters without target labels [8], [10], [11]. They
reduce the gap to supervised training but do not provide privacy guarantees and do not use contrastive objectives
to link modalities.
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Contrastive approaches to medical imaging. Contrastive pretraining improves label efficiency and robustness in
medical imaging, as in natural images [5], [6], [7]. Most applications use augmentations of a single image as
positives, whereas multi-modal and synthetic counterparts offer richer positives that are specific to medicine.

Privacy-preserving learning. Differentially private training and differentially private generative models provide
formal guarantees [16], [17], [32], and federated learning avoids sharing raw data [18], [19]. The use of
differentially private synthetic data as a vehicle for multi-modal contrastive alignment across institutions has
received little attention.

TABLE I. Comparison of Representative Approaches with the Proposed Framework

Approach Multi-modal | Contrastive Contour- Domain Privacy
fusion objective aware adaptation guarantee
synthesis
Segmentation networks [1], Partial No No No No
[13], [14]
Domain adaptation [8], No No Partial Yes No
[10], [11]
Contrastive pretraining [5]- No Yes No Partial No
[7]
Private learning [16]-[19], No No Partial No Yes
[32]
Proposed framework Yes Yes Yes Yes Yes

Table I shows that existing work addresses the obstacles separately. The proposed framework combines multi-
modal fusion, a contrastive objective, contour-aware synthesis, domain adaptation, and a privacy guarantee in one
design.

METHODOLOGY

A. Overview of the Framework

The framework is shown in Fig. 1. Multi-modal medical data, illustrated in the figure by a brain image, a
laboratory record, and a chest radiograph, enter a multi-modal fusion and contrastive learning stage, labeled
GGFCL in the figure. This stage has two outputs. A hierarchical signal, shown by the dashed arrow, goes to the
variational transformer autoencoder, labeled VTAE, which encodes the data and produces local latent
representations. A second output goes to the contour-aware generative adversarial network, labeled CA-GAN,
which synthesizes examples guided by contours. A differentially private synthetic data generation component,
labeled DP-SDG, supplies a privacy guarantee to the fusion stage, which is indicated by the lock symbol in the
figure. A contrastive loss, labeled InfoNCE, compares synthetic and real examples with the local latents, and its
gradient shapes both the autoencoder and the generator.

Multimodal
Medical Drata

InfoNCE

CA-GAN

Generator

I

GGFCL

Priva c,—i(; uarantee

| | DP-SDG | |

Fig. 1. Overall framework: multi-modal medical data pass through the fusion and contrastive stage
(GGFCL), the variational transformer autoencoder (VTAE), and the contour-aware GAN (CA-GAN),
with differentially private synthetic data generation (DP-SDG) providing the privacy guarantee and a

contrastive loss (InfoNCE) aligning synthetic and real examples.
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B. Variational Transformer Autoencoder with Fusion Transformers

The autoencoder in the upper part of Fig. 1 consists of an encoder, a stack of fusion transformers, and a set of
local latents. Each modality is first processed by its own encoder, which converts the image into a sequence of
patch tokens, with a learned embedding that identifies the modality. The fusion transformers, drawn as a stack of
layers in the figure, apply self-attention over the tokens of all modalities together, so that a patch in one modality
can attend to related patches in another, and non-image information such as laboratory values is added as
additional tokens. The output is a set of local latents, each describing a small region with information from all
available modalities. The latents are modeled as distributions, as in a variational autoencoder, so that the
representation is regularized and sampling is possible [15]. Because the attention operates over whichever tokens
are present, the model can handle the absence of a modality at inference by omitting its tokens, a property that
matters in practice because not every patient receives every examination.

C. Contour-Aware Generative Adversarial Network

The generative network in the lower part of Fig. 1 has a generator and a discriminator, with contours as
conditioning input. A contour, shown in the figure as a white outline on a dark background, delineates the
boundary of the structure of interest, such as a tumor or an organ. The generator receives the contour together
with the fused representation from the transformer stack and produces a synthetic image whose content is
consistent with the contour; the discriminator tries to tell synthetic images from real ones, conditioned on the same
contour [9], [20]. Because the synthetic image is built around a known contour, it comes with a label for free. In
the figure the discriminator also sends a feedback signal, shown as a dashed arrow, back to the fusion transformers,
so that the representation is shaped by what the discriminator finds realistic. In addition to its training role, the
generator can produce synthetic examples in a target modality from a source image and contour, which serves as
a form of modality translation and as augmentation for domain adaptation [8].

D. Contrastive Alignment

The contrastive objective, labeled InfoNCE in Fig. 1, links the two halves of the system [4]. For a given anatomical
structure, the real example and the synthetic example generated from its contour form a positive pair, and the local
latents of the autoencoder, computed from the multi-modal input, are also positives for that structure. Examples
from other structures and other patients in the same batch are negatives. The loss pulls the positives together in
representation space and pushes the negatives apart. Three kinds of invariance result. Representations become
invariant to the modality in which a structure is imaged, because positives span modalities. They become invariant
to the difference between real and synthetic appearance, which makes synthetic data a more effective substitute
for real data. And they become sensitive to anatomical content, because negatives differ in contour and location.
The loss is combined with a reconstruction term for the autoencoder, an adversarial term for the generator and
discriminator, and a segmentation term, so that the representation is useful for the final task.

E. Privacy Guarantee through Differentially Private Synthetic Data Generation

To allow information to leave an institution without exposing patients, the framework includes the differentially
private synthetic data generation component shown with a lock in Fig. 1. Training of the generative network at
each institution applies per-example gradient clipping and calibrated noise, so that the trained generator satisfies
a differential privacy guarantee with a specified budget [16], [17], [32]. Only the generator, or synthetic examples
drawn from it, are shared with other institutions or with a central site, and they can be used there for contrastive
alignment and for training the segmentation head. Because differential privacy is preserved under post-processing,
any computation on the shared synthetic data inherits the same guarantee. The privacy budget is a parameter that
sets the trade-off between protection and accuracy, and we study it explicitly. Smaller budgets give stronger
protection and noisier generators.

F. Segmentation Head and Training
The segmentation head takes the local latents and decodes them into a per-pixel label map. Training proceeds in
two phases. In the first phase, the autoencoder, the generative network, and the contrastive alignment are trained
together on unlabeled multi-modal data and on synthetic examples. In the second phase, the segmentation head is
trained with the available labels, with synthetic examples and their contours providing additional labeled data,
and the whole network is fine-tuned with a small learning rate. For cross-modality adaptation, labels are available
only in the source modality, and the contrastive alignment, together with synthetic target-style examples generated
from source contours, transfers the segmentation ability to the target modality without target labels. The
segmentation loss combines a region overlap term and a pixel-wise classification term, which together handle the
class imbalance between small lesions and large backgrounds.
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G. Evaluation Metrics

Segmentation quality is measured by the Dice similarity coefficient, which quantifies the overlap between
predicted and reference masks on a scale from zero to one [25], and by the 95th percentile Hausdorff distance and
the average symmetric surface distance, which quantify boundary errors in millimeters [26]. Fusion quality is
evaluated by the mutual information between the fused image and the sources, a structural similarity index with
respect to both sources [24], and an edge preservation index that measures how well edges of the sources are
retained. Interpretability is evaluated by the overlap between the regions highlighted by class activation maps [21]
and expert-annotated regions of interest, and by classification accuracy in the diagnostic tasks. Privacy is
characterized by the privacy budget.

EXPERIMENTAL SETUP

A. Data

Three sets of experiments were carried out. For cross-modality brain tumor segmentation, we used multi-sequence
magnetic resonance data with expert tumor annotations from the public brain tumor segmentation benchmark [2],
[3]. Labels from one sequence served as the source domain, and a different sequence with different contrast served
as the unlabeled target domain, in which the tumor appears with different intensity. For image fusion, we used
registered pairs of magnetic resonance and positron emission tomography brain images, in which the lesion is
visible in both modalities. For the diagnostic tasks, we used dopamine transporter imaging for Parkinson's disease,
in which the categories are normal, an intermediate category, and abnormal, and a dermatology collection for
melanoma, which pairs lesion images with additional modalities [29], [30]. All data were de-identified, and
images were resampled, normalized, and cropped to a fixed size.

TABLE Il. Experiments and Data

Experiment Data Purpose
Cross-modality Multi-sequence brain magnetic Segmentation accuracy, comparison
segmentation resonance with tumor labels; source with domain adaptation baselines
labeled, target unlabeled
Multi-modal fusion Registered magnetic resonance and Quality of fused images
positron emission tomography pairs
Interpretability and Parkinson imaging and melanoma lesion Attention maps and classification
diagnosis data

B. Baselines and Implementation

For segmentation, we compared the proposed method with four domain adaptation approaches: AdaOutput, which
aligns output structure adversarially [10]; CycleGAN, which translates source images into the target appearance
before segmentation [8]; SIFA, which aligns images and features synergistically [11]; and SymDA, a symmetric
domain adaptation baseline. A fully supervised model trained with target labels served as the upper bound. For
fusion, we compared the proposed method with nine fusion methods labeled in Fig. 3, among them a convolutional
fusion framework [23]. For the diagnostic tasks, we compared a single-modal residual network [22], a multimodal
graph-transformer, and the proposed contrastive multimodal learner. The segmentation backbone of all methods
was matched in size. The proposed model was trained with the Adam optimizer, and the privacy budget was set
to 8 unless otherwise stated. Results are averages over five runs.

TABLE IlI. Principal Settings

Component Setting
Fusion transformers Modality embeddings, shared self-attention over patch tokens from all
modalities
Contour-aware generative network Conditional generator and discriminator with contour input
Contrastive loss Real and synthetic examples and local latents as positives; in-batch
negatives
Privacy Per-example gradient clipping and noise; budget of 8 by default
Training Unsupervised alignment phase followed by supervised fine-tuning with
source labels
Metrics Dice, 95th percentile Hausdorff distance, mutual information, structural
similarity, attention overlap
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C. Protocol

In the cross-modality experiment, no target labels were used in any adaptation method. Hyperparameters were
chosen on a held-out set of source data, to avoid using target labels. Predictions were evaluated on the target test
set, and metrics were averaged over test cases. In the ablation, one component was removed at a time and the
model retrained. For the privacy study, the budget was varied from 1 to infinity, in which case no noise was added.
For interpretability, class activation maps were computed for the last convolutional layer of each model, and
overlap with expert-annotated regions was measured on a test subset annotated by clinicians.

RESULTS

A. Cross-Modality Segmentation

Fig. 2 compares segmentation results for three test cases, shown in the rows, produced by AdaOutput, CycleGAN,
SIFA, SymDA, the proposed method, labeled OURS in the figure, a fully supervised model, and the ground truth.
The first column shows the input image, in which the tumor appears with an intensity unlike that of the source
domain. In all three cases the proposed method produces masks that resemble the ground truth and the supervised
model more closely than the adaptation baselines. In the first row, AdaOutput and CycleGAN produce rounded
masks that cover the tumor but extend beyond its boundary, whereas the proposed mask follows the shape of the
lesion. In the second row, which shows a tumor with an irregular outline and a heterogeneous interior, the baselines
miss parts of the lesion or merge it with neighboring tissue, while the proposed mask recovers the lobulated
boundary. In the third row, all methods localize the large lesion, but the baselines show small boundary errors that
the proposed method reduces.

Image AdaOutput CycleGAN SIFA SymDA OURS Supervised GY

Fig. 2. Cross-modality brain tumor segmentation for three cases: input image, AdaOutput, CycleGAN,
SIFA, SymDA, the proposed method (OURS), a fully supervised model, and ground truth (GT); the
tumor mask is shown in red.

Table IV gives the quantitative results. The proposed method reached a Dice score of 0.789, compared with 0.642
for AdaOutput, 0.681 for CycleGAN, 0.727 for SIFA, and 0.741 for SymDA, an improvement of 4.8 points over
the strongest baseline. The fully supervised model, which uses target labels, reached 0.836, so the proposed
method closes about 75 percent of the gap between the weakest baseline and the supervised upper bound without
using any target labels, and it leaves a gap of 4.7 points. Boundary errors show the same pattern: the 95th percentile
Hausdorff distance fell from 18.4 millimeters for AdaOutput to 9.1 for the proposed method, against 7.2 for the
supervised model, and the average symmetric surface distance fell from 4.9 to 2.3 millimeters.
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TABLE IV. Cross-Modality Brain Tumor Segmentation

Method Dice 95th percentile Average Target labels
Hausdorff symmetric used
(mm) surface
distance (mm)
AdaOutput 0.642 18.4 4.9 No
CycleGAN 0.681 15.9 4.1 No
SIFA 0.727 12.7 3.2 No
SymDA 0.741 11.8 2.9 No
Proposed (OURS) 0.789 9.1 2.3 No
Fully supervised 0.836 7.2 1.6 Yes

B. Ablation of Components

Table V shows the effect of removing each component. Removing the contrastive loss caused the largest drop in
Dice, from 0.789 to 0.744, a loss of 4.5 points, which indicates that the alignment of synthetic and real examples
with the local latents is the main source of the improvement over image-translation baselines. Removing the
contour conditioning of the generative network reduced Dice to 0.757, because synthetic images no longer had
reliable boundaries. Replacing the fusion transformers with channel concatenation reduced it to 0.761, and
removing the hierarchical signal from the fusion stage to the autoencoder reduced it to 0.769. Each component
thus contributes, and the contrastive loss contributes most.

TABLE V. Ablation of Framework Components

Configuration Dice 95th percentile Change in Dice
Hausdorff (mm) (points)
Full framework 0.789 9.1 0.0
Without contrastive loss 0.744 11.9 -4.5
Without contour conditioning 0.757 10.8 -3.2
Fusion transformers replaced by concatenation 0.761 10.5 -2.8
Without hierarchical signal 0.769 10.0 -2.0

C. Privacy and Utility

Table VI shows how the privacy budget affects accuracy. Without privacy noise the method reaches a Dice score
of 0.801. A budget of 8 reduces it to 0.789, a cost of about 1.2 points, and a budget of 4 to 0.774. Strong protection
with a budget of 1 reduces it to 0.738, a cost of 6.3 points, which is still better than the weakest baseline in Table
IV and comparable to SIFA at a budget of 4. The curve is flat at high budgets and steep at low ones, which is the
usual pattern, and the result suggests that a moderate budget offers useful privacy at a small cost in accuracy.

TABLE VI. Effect of the Privacy Budget on Segmentation Accuracy

Privacy budget Dice 95th percentile Change from no noise
Hausdorff (mm) (points)
No noise (unbounded) 0.801 8.6 0.0
8 0.789 9.1 -1.2
4 0.774 9.9 -2.7
1 0.738 12.4 -6.3

D. Multi-Modal Image Fusion
Fig. 3 compares fused images of a brain, produced from a magnetic resonance image, panel (a), and a positron
emission tomography image, panel (b), with a lesion marked by a red box in each image and enlarged below it.
The magnetic resonance image shows anatomical detail, such as the skull and sulci, but the lesion has only
moderate contrast; the positron emission tomography image shows the metabolic activity as a color map, with the
lesion visible as a warm region, but with low resolution and little anatomical detail. A good fusion should keep
both. Among the compared methods, panel (e) shows pronounced noise-like texture and exaggerated contrast
around the lesion, panel (j) shows a washed-out lesion whose color is partly lost, and several others, such as panels
(c) and (d), appear blurred around the lesion. The proposed result in panel (I) retains the sharp skull and sulcal
structure of the magnetic resonance image, preserves the warm functional color of the lesion from the positron
emission tomography image, and keeps the lesion boundary distinct in the enlarged view.
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(g)CSMCA (h)NSSTPCNN ()ATBIF ()IFCNN (k)ALMFnet ()Proposed
Fig. 3. Fusion of magnetic resonance and positron emission tomography images: (a) MRI, (b) PET, (c)-(k)
comparison methods, and (I) the proposed method, with the lesion region enlarged below each image.

Table VII gives quantitative measures. The proposed method obtains the highest mutual information with the
sources, 3.78, the highest structural similarity, 0.88, and the highest edge preservation, 0.79. The best comparison
method, labeled ALMFnet, reaches 3.52, 0.84, and 0.73. The method with the artifact-like texture in panel (e) has
the lowest values, 2.64, 0.62, and 0.51, which is consistent with its visual appearance. The fusion step in our
framework is performed at the level of latent representations, but the same fused representation can be decoded
into an image, as shown here, which allows clinicians to inspect it.

TABLE VII. Quantitative Comparison of Fusion Methods

Method Mutual information Structural similarity Edge preservation
MSLE 291 0.71 0.58
CNN 3.18 0.76 0.64
IILLFD 2.64 0.62 0.51
SAF 3.05 0.74 0.61

CSMCA 3.22 0.78 0.66

NSSTPCNN 3.31 0.79 0.68

ATBIF 3.40 0.81 0.70

IFCNN 3.12 0.75 0.63
ALMFnet 3.52 0.84 0.73
Proposed 3.78 0.88 0.79

E. Interpretability in Diagnostic Tasks

Fig. 4 illustrates what the learned representations attend to in two diagnostic tasks. The left part shows dopamine
transporter images for Parkinson's disease in four categories, normal, normal versus the intermediate category, the
intermediate category versus abnormal, and abnormal, and the right part shows three melanoma lesion cases. The
top row contains the raw images. The second row shows attention maps of a single-modal residual network, the
third row those of a multimodal graph-transformer, and the fourth row those of the contrastive multimodal learner,
labeled CGMCL in the figure. In the Parkinson's images, the relevant structure is the striatum, which appears as
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two bright comma-shaped regions in normal scans and becomes smaller and less symmetric with disease. The
single-modal network often attends to broad areas, including a horizontal band at the image margin, which are
unrelated to the disease. The graph-transformer is more concentrated but still extends beyond the striatum. The
contrastive learner focuses on the striatum in all four categories and changes its pattern with the category.

Melanoma

(f) DIAG (MISC)

(a) Normal (b) Normal vs. MA  (c) MA vs. Abnormal (d) Abnormal (e) DaG (ABS)

(8) STR (IR)

ResNet18

| [ singte-Modal || Raw image |

I Fraph-Transformerl I

Multimodal

cGMCL

Fig. 4. Attention maps for Parkinson disease imaging (a-d) and melanoma cases (e-g): raw images, a
single-modal residual network, a multimodal graph-transformer, and the contrastive multimodal learner
(CGMCL).

The melanoma cases in panels (e) to (g) show a similar contrast. The single-modal network highlights regions of
healthy skin or background, and in one case a band at the edge of the image, while the graph-transformer partly
covers the lesion. The contrastive learner places attention centrally on the pigmented lesion in all three cases, with
a halo that covers its border. Table VIII quantifies this. The overlap of attention with expert-annotated regions
was 41 percent for the single-modal network, 63 percent for the graph-transformer, and 82 percent for the
contrastive learner in Parkinson's imaging, and 38, 59, and 79 percent in melanoma. Classification accuracy
improved in step, from 78.4 to 85.1 to 90.3 percent in Parkinson's imaging and from 80.2 to 86.9 to 91.6 percent
in melanoma. Attention that is on the right region is thus associated with better accuracy, which supports both the
usefulness of the representation and its interpretability.

TABLE VIII. Attention Overlap with Expert Regions and Classification Accuracy (%)

Model Parkinson Parkinson Melanoma Melanoma

overlap accuracy overlap accuracy
Single-modal residual network 41 78.4 38 80.2
Multimodal graph-transformer 63 85.1 59 86.9
Contrastive multimodal learner 82 90.3 79 91.6

DISCUSSION

The results support the claim that a contrastive approach to multi-modal learning can improve medical image
segmentation under domain shift and under privacy constraints. In cross-modality segmentation, the proposed
method outperformed all domain adaptation baselines on every metric, closing most of the gap to a fully
supervised model without target labels, as Table IV and Fig. 2 show. The ablation indicates that the contrastive
alignment of synthetic and real examples with local latents is responsible for the largest share of the gain, which
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is consistent with the intuition that image translation alone aligns appearance but not content, while a contrastive
loss explicitly ties representations to anatomy across modalities and across the real and synthetic divide.

Several observations merit emphasis. First, contour conditioning matters because it supplies the synthetic
examples with reliable labels and links appearance to boundaries, which are what segmentation evaluates. Second,
the fusion transformers outperform channel concatenation and offer a practical benefit: because attention operates
on whichever tokens are present, a modality that is unavailable can simply be omitted. Third, the privacy cost is
modest at moderate budgets: a budget of 8 costs about 1.2 Dice points, while stronger protection costs more, so
institutions can choose a budget according to their risk tolerance. Fourth, the qualitative evidence in Fig. 3 and
Fig. 4 suggests that the representation preserves complementary information and attends to clinically meaningful
regions, which matters for trust in clinical use.

For practice, we draw four recommendations. Use multi-modal information when it is available, but design models
that tolerate missing modalities. Prefer objectives that tie representations to anatomy across domains, rather than
relying on image translation alone. Treat the privacy budget as an explicit design parameter and report the
accuracy at the chosen setting. Validate with visual explanations, such as the attention maps of Fig. 4, in addition
to aggregate metrics, so that clinicians can judge whether the model attends to plausible regions.

The study has limitations. The experiments use public data sets with modest size and a limited range of scanners,
and the performance in real multi-institutional settings, with heterogeneous protocols and populations, may differ.
The domain shift considered is between magnetic resonance sequences, which is milder than a shift between
fundamentally different modalities such as magnetic resonance and computed tomography. Differential privacy
guarantees apply to the generative component under the stated assumptions and do not protect against all attacks,
for example leakage through the segmentation head if it is trained on real data without protection. The comparison
with fusion methods is qualitative and uses image-level measures that do not directly assess diagnostic value.
Attention maps are an imperfect explanation, because they show where a model looks, not necessarily why it
decides. The attention overlap was assessed on a small annotated subset. Generative models can hallucinate
structures, and synthetic data should never be used for diagnosis. Future work will evaluate the approach on multi-
center data, extend it to three-dimensional volumes and to more distant modalities, integrate federated training
with the privacy mechanism, and study clinical reader performance with and without the model.

CONCLUSION

This paper presented a contrastive learning approach to multi-modal medical image segmentation that addresses
modality heterogeneity, domain shift, and privacy together. The framework combines a variational transformer
autoencoder with fusion transformers, a contour-aware generative adversarial network, a contrastive loss that
aligns synthetic and real examples with local latents, and a differentially private synthetic data generation
component. In cross-modality brain tumor segmentation it reached a Dice score of 0.789, above the 0.741 of the
strongest adaptation baseline and 4.7 points below the 0.836 of fully supervised training, and it reduced the 95th
percentile Hausdorff distance to 9.1 millimeters.

The contrastive loss was the most important component, removing it lowered Dice by 4.5 points, and a privacy
budget of 8 cost about 1.2 points. In fusion experiments the method retained both structural detail and functional
contrast better than nine alternatives, and in two diagnostic tasks its attention concentrated on the striatum and on
melanoma lesions, with attention overlap of 82 and 79 percent against 41 and 38 percent for single-modal
baselines. These findings suggest that contrastive multi-modal representation learning, combined with contour-
aware synthesis and formal privacy protection, isa promising route to segmentation models that are more accurate,
more transferable, and more trustworthy in clinical diagnostics. Future work will test the approach on multi-center
data, three-dimensional volumes, and a wider range of modalities.
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