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ABSTRACT:

Autonomous vehicles depend on camera-based perception to recognise lane markings, vehicles, pedestrians, and
traffic signs, and the first stages of that perception, edge detection and feature extraction, determine how fast and
how reliably everything downstream can work. Classical edge detectors are fast but fragile under glare, shadow,
and low light, whereas deep networks are robust but demand more computation than many embedded automotive
processors can supply within a strict frame budget. This paper presents a hybrid framework that combines a
lightweight, adaptive edge detection stage with a compact orientation-histogram descriptor, a small convolutional
network that learns complementary features, and a margin-based support vector classifier that makes the final
decision. The edge stage selects its thresholds automatically from local image statistics, so that it adapts to
changing illumination without manual tuning. The orientation histogram summarises edge direction in eight bins
and provides a stable, low-cost description of scene structure. The convolutional features are fused with the
histogram and classified by a support vector machine, which performs well when training data are limited. Real -
time behaviour is obtained through region-of-interest cropping, fixed-point arithmetic, operator fusion, and reuse
of gradient computations. The framework was evaluated on two public driving image collections and on a network
traffic dataset used to test the generality of the feature-and-classifier stage. It achieved a mean edge F-measure of
0.846, an object classification accuracy of 96.2%, and a processing rate of 47 frames per second on an automotive-
grade embedded platform, using 38% less energy per frame than a deep-only baseline. A secondary experiment
on vehicle network traffic reached a macro F1 score of 0.93 after bias correction. The results indicate that
combining classical and learned components can meet automotive timing limits without sacrificing accuracy.

Keywords: Autonomous Vehicles, Edge Detection, Feature Extraction, Convolutional Neural Network, Support Vector
Machine, Edge Orientation Histogram, Real-Time Embedded Vision

INTRODUCTION

Self-driving technology has moved from research laboratories to public roads over the last decade. Vehicles with
advanced driver assistance already steer, brake, and change lanes under human supervision, and fully automated
shuttles operate in controlled areas of several cities. Behind every one of these systems is a perception stack that
must turn raw sensor data into an understanding of the road. Cameras are central to that stack because they are
inexpensive, offer high resolution, and capture colour and texture that radar and lidar cannot. The price of this
richness is that camera images are highly sensitive to lighting, weather, motion blur, and occlusion.

The earliest stage of image-based perception is usually the extraction of edges and the computation of features.
Edges mark the boundaries of lane lines, road surfaces, vehicles, and pedestrians, and they carry most of the
geometric information needed to locate objects. Features built from edges, such as gradient orientation statistics,
describe shape in a way that is relatively insensitive to colour and brightness. If this early stage is slow, every later
stage inherits the delay. If it is unreliable, detection and tracking errors follow. For safety-critical use, the stage
must work at a guaranteed frame rate, typically thirty frames per second or higher, on processors with strict power
and cooling limits.

Two families of methods compete for this role. Classical operators, including gradient-based detectors and multi-
stage detectors with hysteresis thresholds, are cheap and easy to analyse. Their weakness is a dependence on fixed
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thresholds that work well in one scene and poorly in the next: a setting tuned for a bright highway produces clutter
in a dark tunnel and misses faint lane markings at dusk. Deep convolutional networks overcome this by learning
from data, and they now dominate benchmark leaderboards. Their weakness is cost. Large networks need
substantial memory bandwidth and arithmetic throughput, and many embedded automotive processors cannot run
them at the required rate without sacrificing resolution or accuracy. Deep models also need large, well-balanced
training sets, which are costly to collect and label for rare driving situations.

This paper argues that neither family should be used alone. A hybrid design can let each component do what it
does best. An adaptive classical stage supplies clean edges and a compact orientation description at very low cost.
A small convolutional network supplies learned features that capture texture and context. A margin-based
classifier, which is well suited to moderately sized training sets and gives predictable inference time, combines
the two. The challenge is to engineer the pieces so that they fit together within the frame budget and so that the
whole system is more accurate than any part alone.

The main contributions are as follows. First, an adaptive edge detection stage that chooses its thresholds from
local statistics and requires no per-scene tuning. Second, an eight-bin edge orientation histogram that provides a
compact descriptor computed from the same gradients used for edge detection. Third, a fusion strategy that joins
this descriptor with features from a lightweight convolutional network and classifies the result with a support
vector machine. Fourth, a set of optimisation techniques that bring the pipeline to real-time performance on an
embedded automotive platform. Fifth, an evaluation on two driving image collections, together with a secondary
test on vehicle network traffic that examines how class imbalance affects the learned feature space.

LITERATURE REVIEW

A. Edge detection for driving scenes

Edge detection has a long history in computer vision. Early operators estimate the intensity gradient with small
convolution masks and mark locations where its magnitude is large. These are fast but noisy, because
differentiation amplifies sensor noise. Smoothing before differentiation reduces the noise at the cost of blurring
fine detail. The multi-stage detector introduced in the 1980s added non-maximum suppression, which thins edges
to a single pixel width, and hysteresis thresholding, which keeps weak edges only if they connect to strong ones.
This design remains the reference method for many applications, but its two thresholds and its smoothing scale
must be chosen by the user. In driving, the scene changes constantly, so a single fixed choice is rarely adequate.

B. Handcrafted features based on gradient orientation

Gradient orientation features describe the local distribution of edge directions. The well-known histogram of
oriented gradients divides an image into cells, accumulates gradient directions weighted by magnitude within each
cell, and normalises over blocks. Combined with a linear classifier, it produced strong pedestrian detectors and
influenced a generation of object detection systems. A simpler variant builds a single histogram of quantised edge
orientations over a region. It has fewer dimensions, is cheap to compute, and is robust to uniform changes in
brightness because it relies on direction rather than absolute intensity. Its loss of spatial layout is a limitation, but
when used alongside spatially aware learned features it can supply a complementary global view of the structure
of a region.

C. Learned features and convolutional networks

Convolutional networks learn hierarchies of features directly from pixels. Early layers respond to edges and colour
blobs, middle layers to parts and textures, and later layers to whole objects. This hierarchy gives much better
recognition accuracy than handcrafted descriptors on large datasets. However, accuracy comes with cost, and the
literature on efficient architectures, which uses depthwise separable convolutions, bottleneck layers, pruning, and
quantisation, shows that a considerable fraction of the cost can be removed with limited loss. For embedded
driving applications, such compact networks are attractive as feature extractors rather than as end-to-end detectors,
because their outputs can be handed to a lightweight classifier.

D. Support vector classification
The support vector machine finds the separating boundary that maximises the margin between two classes. Only
a subset of training points, called support vectors, lie on or inside the margin and define the boundary, as illustrated
in Fig. 2. The method has a sound theoretical basis in statistical learning theory, handles high-dimensional features
well, and works with relatively small training sets. Nonlinear boundaries are obtained through kernel functions.
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Multi-class problems are handled by combining several binary classifiers. In inference, the cost depends on the
number of support vectors, which can be controlled, so the timing is predictable, an important property for real-
time systems. When fed with strong features, such as those from a convolutional network, support vector
classifiers often match or exceed the accuracy of a final softmax layer, especially when the training set is limited
or imbalanced.

RELATED WORK

Several studies have combined classical operators with learned models in driving contexts. One group of papers
uses classical edge maps as additional input channels to a convolutional network, arguing that the explicit edge
channel helps the network focus on structure, particularly for lane detection and road boundary segmentation.
These methods improve accuracy in poor lighting but keep the full network cost, since the network still processes
every pixel at full resolution.

A second group uses edge detection for region proposals. Candidate regions are produced from edge density or
contour analysis, and a classifier then processes only these regions. This reduces classification cost but depends
on the proposal stage not missing objects. Fixed thresholds again create a risk: in low contrast, true objects produce
too few edges and are never proposed.

A third group combines learned features with support vector classifiers. Studies on traffic sign recognition, vehicle
classification, and pedestrian detection have shown that features from pre-trained networks, followed by a support
vector classifier, give accuracy comparable to fine-tuned networks while needing less training data and shorter
training time. These results motivate the use of a support vector classifier in the present framework. Most of these
works, however, use large feature extractors and do not report embedded timing.

The framework presented here differs in that it treats the full pipeline as a single optimisation problem. The
adaptive edge detector, the orientation histogram, the compact network, and the support vector classifier share
intermediate computations, and the design is evaluated end to end on embedded hardware. In addition, the paper
examines the effect of class imbalance on learned features, an issue that is often neglected in driving datasets,
where common classes such as cars dominate and rare classes such as cyclists or road debris are scarce.

METHODOLOGY

A. Overview of the framework

The framework has five stages that run in sequence on each camera frame: preprocessing, adaptive edge detection,
gradient orientation feature extraction, convolutional feature extraction, and fused classification. The first three
are classical and share the same gradient computation. The fourth is a compact learned model. The fifth combines
both feature sets in a support vector classifier. The design goal was that the classical stages together should
consume no more than one quarter of the frame budget, leaving the remainder for the network and classifier.

B. Preprocessing

Each frame is first converted from colour to grayscale, because edge and orientation information is carried mainly
by intensity. A region of interest is then selected. For forward-facing cameras, the upper part of the frame, which
usually contains sky, is cropped, and the remaining area is divided into a central corridor and two side regions.
Processing effort is concentrated on the corridor, which contains the road ahead, while the side regions are
processed at lower resolution. This simple step reduces the pixel count by roughly forty percent with negligible
effect on detection of objects in the path of the vehicle. A light Gaussian smoothing filter, implemented as two
one-dimensional passes, removes sensor noise before gradients are computed. The smoothing strength is chosen
from an estimate of image noise obtained from flat regions, so that noisy night frames receive stronger smoothing
than clean daytime frames.

C. Adaptive edge detection

Gradients are computed with small horizontal and vertical masks, giving for each pixel a gradient magnitude and
a gradient direction. The magnitude image is the basis of edge detection, while the direction image is retained for
the orientation features described in the next subsection. Edge points are located by non-maximum suppression,
which keeps only pixels whose magnitude is larger than that of their two neighbours along the gradient direction.
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The central feature of this stage is the automatic selection of thresholds. The image is divided into a coarse grid
of blocks. For each block, the framework measures the spread of gradient magnitudes and places the high threshold
at a fixed fraction of a robust upper percentile of the block values. The low threshold is set to a fixed proportion
of the high threshold. Thresholds are then smoothed across neighbouring blocks, so that abrupt changes at block
borders do not create artificial edges. Because each block follows its own statistics, bright regions, shadowed
regions, and low-contrast regions each receive appropriate thresholds. Hysteresis then keeps weak edge pixels
connected to strong ones and discards isolated responses. The result is the edge-detected image shown in the
second row of Fig. 1.

To keep the cost low, the percentile estimates are computed from a coarse histogram of gradient magnitudes with
a fixed number of bins, not by sorting. The thresholds from the previous frame are used as the starting point for
the next frame, and are updated only when the block statistics change by more than a small margin. In steady
driving, this removes most of the threshold computation.

D. Gradient orientation and edge orientation histogram

The orientation features are obtained from the same gradients, which avoids additional filtering. Fig. 1 shows the
sequence of operations. The original frame is converted to grayscale and passed through edge detection. The
gradient magnitude and gradient orientation images are then derived, with orientation displayed as a colour map.
The orientation of every edge pixel is quantised into one of eight equal angular bins, producing the quantised
orientation image. Finally, the fraction of edge pixels falling into each bin is computed, giving the eight-value

edge orientation histogram that serves as the feature vector.
Ongmal Image Grayscale Image Edge-detected Image

l

Quantized Onentation Image Gradient Magnstude

=vul

Edge Onentation Histogram

I I I I I I I —p | Features Extracted (8 bms)

Orientation Bins

Fig. 1. Edge detection and feature extraction pipeline: original image, grayscale, edge map, gradient
magnitude, gradient orientation, quantised orientation, and eight-bin edge orientation histogram.
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Only pixels that survive hysteresis contribute to the histogram, and each contributes with equal weight, so strong
but isolated noise does not dominate the description. The histogram is normalised so that its values sum to one,
which makes it independent of the number of edge pixels and therefore of image size and overall contrast.
Histograms are computed for the whole region of interest and for three horizontal bands, giving a short description
of how orientation changes from the near road to the far road. The result is a thirty-two-value vector that is cheap
to compute, since it requires one pass over the edge pixels, and stable under moderate lighting changes. In the
example in Fig. 1, orientation fractions vary from about 0.09 to 0.20 across the bins, with the last bin dominant,
reflecting the strong near-vertical edges of the person and the vehicle body.

E. Convolutional feature extraction

The learned component is a compact convolutional network designed for low cost. It accepts a region of interest
resized to a fixed size and contains five convolutional blocks. Each block uses a depthwise convolution followed
by a pointwise convolution, batch normalisation, and a rectified linear activation, and the first three blocks reduce
spatial size by pooling. A global average pooling layer follows the last block, producing a compact vector of one
hundred and twenty-eight values. The network has roughly 0.8 million parameters, around one-fifth the size of a
typical lightweight mobile network and about one-fiftieth the size of widely used large classifiers.

The network is trained first as a classifier with a conventional output layer, using the labelled training data and
standard augmentation such as small shifts, brightness changes, and horizontal flips. After training, the output
layer is discarded and the network is used purely as a feature extractor. This two-step arrangement lets the network
learn discriminative features while allowing the final decision to be made by a classifier better suited to the limited
and imbalanced data that characterise driving datasets.

F. Support vector classification and feature fusion

The one hundred and twenty-eight learned features are concatenated with the thirty-two orientation features,
producing a fused vector of one hundred and sixty values. Before concatenation, each set is scaled so that neither
dominates, and the orientation features receive a modest weight, determined on a validation set, to reflect their
lower dimensionality. The fused vector is passed to a support vector machine with a radial basis kernel. As shown
in Fig. 2, the machine places a boundary in feature space that separates the classes with the largest possible margin.
The dashed lines mark the positive and negative margin boundaries, and the training points that touch them are
the support vectors. The distance between the dashed lines is the margin, and the solid line between them is the
decision boundary. For problems with several object classes, the framework uses a one-against-one scheme, in
which a binary classifier is trained for every pair of classes and the final label is chosen by voting.

r 3
Maximum Margin

Positive Hyperplane

Maximum Hyperplane

Margin

Feature 2

Support
Vectors

.
Negative Hyperplane

Feature 1
Fig. 2. Maximum-margin separation in a two-feature space, showing the positive, negative, and

maximum-margin hyperplanes and the support vectors.
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A soft margin is used so that a small number of overlapping or mislabelled training examples do not prevent a
good boundary from being found. Two hyperparameters control the trade-off: a penalty for margin violations and
a width for the kernel. Both were chosen by grid search with cross-validation on the training set. To keep inference
time predictable, the number of support vectors is limited by training on a representative subset of each class and
by removing support vectors whose contribution is negligible after training.

G. Real-time optimisation

Five measures bring the framework to real-time performance. First, region-of-interest cropping and multi-
resolution processing reduce the number of pixels handled by every later stage. Second, the pipeline uses fixed-
point arithmetic for the filters, gradient computation, and orientation quantisation, and eight-bit integer arithmetic
for the network. Quantisation is applied after training, using a calibration set to set the scales, and costs less than
half a percentage point of accuracy. Third, consecutive operations are fused. Smoothing, gradient computation,
and magnitude calculation are executed in a single pass over tiles that fit in on-chip memory, so each pixel is read
from main memory once instead of several times. Fourth, the gradient orientation is obtained from a small lookup
table indexed by the signs and relative sizes of the two gradient components, avoiding costly trigonometric
operations. Fifth, the stages are pipelined across frames: while the classifier handles frame N, the edge stage can
already process frame N plus one, which increases throughput without changing the latency of a single frame
much.

EXPERIMENTAL SETUP

A. Datasets

Two public driving image collections were used. The first contains urban and highway scenes captured in varied
weather and lighting, with pixel-level road and lane annotations, and was used for edge and lane evaluation. The
second is an object recognition collection with annotated vehicles, pedestrians, cyclists, traffic signs, and traffic
lights, and was used for classification. Images were resized to a common resolution, and the data were split into
sixty percent for training, twenty percent for validation, and twenty percent for testing, with no overlap between
sequences in different splits.

To test the generality of the feature-and-classifier stage, a third dataset was used: a public collection of network
traffic recorded from connected devices under benign conditions and under thirteen attack types, including several
flooding attacks, fragmentation attacks, spoofing, brute-force attempts, web injection and scripting attacks, upload
attacks, and vulnerability scanning. Connected vehicles exchange data over wireless and in-vehicle networks that
face comparable threats, and an autonomous vehicle whose vision system is accurate but whose network is
compromised is not safe. Traffic records were converted into fixed-size matrices and passed through the same
convolutional feature extractor and classifier, with no change to the architecture other than the output size.

B. Hardware and software

The primary platform was an automotive-grade embedded system on chip with a quad-core processor running at
1.5 GHz, a small vector accelerator, 4 GB of memory, and a power budget of 15 W. Software was written in C++
with hand-optimised kernels for the classical stages, and the network ran through an inference engine supporting
eight-bit integer operations. Training was carried out on a workstation with a single graphics card, using a standard
deep learning framework and a standard support vector library. For comparison, the timing of the same pipeline
was also measured on a desktop processor.

C. Baselines and metrics
For edge detection, the proposed adaptive detector was compared with a gradient mask detector, a multi-stage
detector with fixed thresholds, a multi-stage detector with percentile thresholds computed over the whole image,
and a learned edge detection network. Edge quality was measured by precision, recall, and the F-measure, which
is the harmonic mean of the two, with a tolerance of two pixels to the annotated boundaries. For classification,
the framework was compared with the orientation histogram and support vector classifier alone, the compact
network alone with a conventional output layer, a large reference network, and the compact network with a support
vector classifier without orientation features. Classification was measured by accuracy, macro-averaged F1 score,
which gives equal weight to every class, and per-class recall. System-level measures were processing rate in
frames per second, latency per frame, worst-case latency over ten thousand frames, and energy per frame measured
with an onboard power monitor.
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D. Handling class imbalance

Both the driving data and the network data are imbalanced. To study the effect, two training conditions were
compared. In the biased condition, the classifier was trained on the data as collected, so that common classes
dominated. In the unbiased condition, the training set was balanced by oversampling rare classes with
augmentation and by undersampling the most frequent classes, and class weights were applied during training.
Test sets were not altered, so that results reflect performance on realistic class proportions.

RESULTS

A. Edge detection quality

Table 1 compares edge detection methods on the driving test set. The proposed adaptive detector achieved a mean
F-measure of 0.846, compared with 0.781 for the multi-stage detector with fixed thresholds and 0.803 for the
variant with image-wide percentile thresholds. The gradient mask detector reached 0.702, mainly because of noise
and thick edges. The learned edge network achieved the highest F-measure at 0.861, but at a cost many times
larger in processing time. The adaptive detector therefore recovered most of the benefit of learning while
remaining a classical operator.

TABLE 1. Edge Detection Quality and Speed on the Driving Test Set

Method Precision Recall F-measure Time per frame
(ms)
Gradient mask detector 0.684 0.722 0.702 2.1
Multi-stage, fixed thresholds 0.792 0.771 0.781 3.4
Multi-stage, image-wide percentiles 0.811 0.795 0.803 4.0
Learned edge network 0.874 0.848 0.861 315
Proposed adaptive detector 0.858 0.835 0.846 3.9

The advantage of adaptation was largest in difficult lighting. In night scenes, the F-measure of the fixed-threshold
detector fell to 0.694, while the adaptive detector held 0.808. In scenes with strong shadows, the figures were
0.723 and 0.829. In daytime scenes with even lighting, the difference narrowed to 0.02. These results confirm that
block-wise thresholds follow the changing statistics of the scene. The adaptive detector took 3.9 ms per frame,
only 0.5 ms more than the fixed-threshold detector, so the cost of adaptation is small.

B. Classification accuracy

Table 2 shows the classification results. The orientation histogram with a support vector classifier achieved 78.4%
accuracy, showing that the compact descriptor carries useful information but cannot match learned features. The
compact network alone reached 93.1%, and the compact network with a support vector classifier reached 95.0%,
which indicates that the margin-based classifier extracted more from the same features than the conventional
output layer. The full hybrid framework reached 96.2% accuracy and a macro F1 score of 0.947. The large
reference network achieved 97.0% accuracy, only 0.8 percentage points higher, but required about fifty times as
many parameters.

TABLE 2. Object Classification Performance on the Test Set

Model Accuracy (%) Macro F1 Parameters Frames per
(M) second
Orientation histogram + SVM 78.4 0.752 <0.01 112
Compact network (softmax) 93.1 0.908 0.8 58
Compact network + SVM 95.0 0.931 0.8 52
Large reference network 97.0 0.958 41.0 9
Proposed hybrid framework 96.2 0.947 0.8 47

The gain from adding orientation features to the network and classifier, from 95.0% to 96.2%, was concentrated
in classes with distinctive shape but variable appearance. Recall for cyclists rose from 86.5% to 90.8%, and recall
for traffic signs under poor lighting rose from 91.2% to 94.6%. These are cases where colour and texture vary
widely, but edge directions remain characteristic: the near-vertical sides of a pedestrian, the diagonal frame of a
bicycle, and the sharp corners of a sign. Recall for large vehicles, where appearance is consistent, changed by less
than half a percentage point.
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C. Real-time performance and energy

On the embedded platform, the complete pipeline ran at 47 frames per second, with mean latency of 21.3 ms per
frame and worst-case latency of 27.8 ms over ten thousand frames, comfortably below the thirty-three
milliseconds available at thirty frames per second. The classical stages together took 5.6 ms, the network 11.9 ms,
and the classifier 3.8 ms, with the remainder spent on data transfer and synchronisation. The large reference
network ran at only nine frames per second on the same platform and would need a more powerful processor to
meet the requirement. Measured energy per frame was 0.32 joules for the framework and 0.52 joules for a deep-
only configuration, a reduction of 38%.

TABLE 3. Contribution of Optimisation Techniques to Frame Rate

ISSN:1674-3415

Configuration Frames per second Accuracy change (points)
Unoptimised pipeline 14 reference
+ Region-of-interest cropping 21 -0.1
+ Fixed-point and integer arithmetic 31 -0.4
+ Operator fusion and tiling 40 0.0
+ Orientation lookup table and frame pipelining 47 0.0

D. Generality on vehicle network traffic and the effect of bias
The feature-and-classifier stage was applied to the network traffic dataset to test whether the design generalises
beyond images. Fig. 3 shows two-dimensional embeddings of the convolutional features produced with the t-SNE
method, for a classifier trained on data as collected (left) and on balanced data (right). In both plots, the large
flooding attack classes form distinct clusters: the synchronisation flood class appears as many compact groups,
and the acknowledgement fragmentation class forms a separate set of elongated clusters. The hypertext flooding
class also separates, appearing as curved strands. Together these classes make up most of the samples.

t-SNE Visualization of CNN-Extracted Features (Biased)

t-SNE Visualization of CNN-Extracted Features (unBiased)
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Fig. 3. t-SNE visualisation of CNN-extracted features for vehicle network traffic: biased (left) and
unbiased (right) training conditions.

The difference lies in the lower centre of each plot, where the small attack classes sit. In the biased embedding,
samples from benign traffic, flooding variants, spoofing, brute force, web injection, scripting, and scanning classes
are packed into one dense mixed region, and they are hard to separate. In the unbiased embedding, the same region
is still mixed but more spread out, and some groups, such as one of the fragmentation classes and parts of the
scanning class, begin to form identifiable strands. This shows that balancing improved the representation of rare
classes without disturbing the large ones. The plots also show that some rare classes remain close to each other,
which indicates a limit on what the features alone can achieve.

The classification results agree with the visual impression. With biased training, the accuracy was 97.8%, but the

macro F1 score was only 0.81, because rare classes were frequently confused. After balancing, accuracy was
97.1%, slightly lower, but macro F1 rose to 0.93 and the average recall of the six rarest classes rose from 0.54 to
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0.86. The accuracy figure alone would have hidden this improvement. The margin-based classifier also benefited

from balancing, since fewer support vectors from the majority classes were needed to define the boundaries, and
inference was about 12% faster.

TABLE 4. Effect of Class Balancing on Vehicle Network Traffic Classification

Metric Biased training Balanced training Change
Accuracy (%) 97.8 97.1 -0.7
Macro F1 score 0.81 0.93 +0.12
Mean recall, six rarest classes 0.54 0.86 +0.32
Mean recall, three largest classes 0.99 0.98 -0.01
Relative inference time 1.00 0.88 -12%

DISCUSSION

The results show that a hybrid design can approach the accuracy of a much larger network while meeting the
timing and energy limits of an embedded automotive platform. The framework is 0.8 points less accurate than the
large reference network and runs more than five times faster on the same hardware. For a safety system, the second
figure is the more important one: a network that cannot meet the frame deadline provides no protection at all,
however accurate it might be on paper.

The network traffic experiment, although outside the main vision task, offers two lessons. The first is that the
compact feature extractor and margin-based classifier transfer to a different data type with no architectural change,
which suggests that the design could serve more than one function in a vehicle and share hardware between them.
The second is that class imbalance can hide serious weaknesses behind high accuracy. The biased model had a
higher accuracy than the balanced one but would have failed to flag many of the rarer attacks. The same principle
applies to vision: a perception system that is excellent on cars but weak on cyclists is not acceptable, even if its
overall accuracy is high. Reporting macro-averaged measures and per-class recall should therefore be standard
practice in driving datasets.

The study has limitations. The evaluation used public datasets that do not cover all conditions encountered on real
roads, such as heavy snow, direct sun glare at low angles, or unusual road markings in other countries. The
embedded measurements were made on one platform, and other processors may favour different trade-offs,
particularly if they have strong accelerators for large networks. The adaptive thresholds rely on block statistics,
which can be misled by scenes dominated by a single repeating texture, such as a fence or a grating, where texture
edges are strong and genuine object edges appear weak by comparison. The orientation histogram discards spatial
layout within a band, and the network traffic experiment, though informative, uses a dataset from connected
devices and not recorded vehicle bus traffic. Finally, the framework addresses classification of regions, not full
detection with bounding box regression, so integration with a complete detector remains to be done.

CONCLUSION

This paper presented a hybrid framework for edge detection and feature extraction in autonomous vehicle vision
systems. The framework combines an adaptive edge detector, an eight-bin edge orientation histogram, a compact
convolutional feature extractor, and a support vector classifier, and it is engineered for real-time execution through
region-of-interest processing, fixed-point arithmetic, operator fusion, lookup-based orientation, and frame
pipelining.

On public driving data, the adaptive detector achieved an F-measure of 0.846, close to the learned detector at one
eighth of its cost, and the full framework classified objects with 96.2% accuracy at 47 frames per second on an
embedded automotive platform, using 38% less energy per frame than a deep-only configuration. A secondary
study on vehicle network traffic showed that the feature-and-classifier stage transfers to other data and that
correcting class imbalance raises the macro F1 score from 0.81 to 0.93, even though it slightly lowers headline
accuracy.

Future work will extend the framework from region classification to full object detection, evaluate it on additional
embedded platforms and on recordings from adverse weather, add temporal information from consecutive frames
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to stabilise edges and decisions, and explore runtime monitoring of classifier margins for safety assurance. A
further direction is joint operation of the vision and network security functions on shared hardware, with a
common feature extractor serving both.
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