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ABSTRACT: 

Digital identity underpins access to financial, health, government and commercial services, yet prevailing models 

force individuals to disclose far more personal data than any transaction requires and concentrate that data in 

repositories that are repeatedly breached. Self-sovereign identity on blockchains returns control to the individual 

but, when credentials or their hashes are published or presented in full, it creates new risks of correlation and over-

disclosure. This paper proposes ZK-ID, a privacy-preserving digital identity framework built on zero-knowledge 

blockchain architecture. A holder converts an issuer-signed credential into a zero-knowledge proof that a 

statement about it is true, such as being over eighteen or belonging to a set of accredited users, without revealing 

the underlying attributes. The proof is stored on a blockchain, validated by a verification smart contract and made 

available to verifiers and third parties, while sensitive artefacts remain off-chain in content-addressed storage. The 

framework combines zk-SNARK circuits, Poseidon-based Merkle accumulators, nullifiers for replay protection 

and revocation, and a three-phase protocol that also supports privacy-preserving data trading among sellers and 

buyers. We formalise its security goals of completeness, soundness, zero knowledge and unlinkability, and a cost 

model for latency and gas. A prototype was evaluated for four circuits on desktop and smartphone clients and 

compared with a centralised identity provider and a hash-based self-sovereign baseline. The combined proof was 

generated in 1.12 s on a desktop and 3.4 s on a smartphone, has a size of 192 bytes and is verified on-chain for 

about 232,000 gas. Raw attributes disclosed per verification fell from eight to zero, and a linkability adversary 

achieved 50.4% accuracy, which is indistinguishable from guessing. None of 10,000 forged proofs was accepted. 

The results show that zero-knowledge blockchain architectures can deliver strong privacy with practical 

performance for the next generation of digital identity. 

Keywords: Digital Identity, Zero-Knowledge Proofs, zk-SNARK, Blockchain, Self-Sovereign Identity, Verifiable Credentials, 

Privacy-Preserving Authentication, Smart Contracts, Selective Disclosure 

 

INTRODUCTION 

 

Identity is the precondition of almost every digital interaction. To open a bank account, buy age-restricted goods, 

access medical records or sign a contract, a person must prove something about themselves. In practice, this proof 

has usually meant handing over a document or logging in through a provider that records who is asking for what. 

A passport scan given to prove age reveals name, address and nationality; a social login given to access a website 

tells the identity provider which sites the person visits. The data is then stored by many organisations, each of 

which becomes a target. Large-scale breaches of identity databases have exposed the records of hundreds of 

millions of individuals, and the stolen attributes cannot be revoked in the way a password can [24], [27]. 

 

Three structural problems explain these failures. First, centralised and federated identity models concentrate data 

and create single points of failure and of surveillance. Second, verification normally requires disclosing the 

credential itself, so that the verifier learns far more than the decision it must take, which violates the principle of 

data minimisation embodied in regulations such as the General Data Protection Regulation [17]. Third, the same 

persistent identifiers are reused across contexts, which allows different parties to link a person's activities. Self-

sovereign identity (SSI) aims to address these problems by letting individuals hold their credentials in their own 

wallets, using decentralised identifiers and verifiable credentials that can be checked without contacting the issuer 

[6]-[9]. Blockchains supply a tamper-evident registry for identifiers, keys and revocation data. However, SSI does 
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not by itself solve disclosure: presenting a signed credential still reveals its contents, and publishing identity hashes 

or credential identifiers on a public ledger can create stable, linkable handles. 

 

Zero-knowledge proofs offer a principled solution. Introduced by Goldwasser, Micali and Rackoff, a zero-

knowledge proof allows a prover to convince a verifier that a statement is true without revealing anything beyond 

its truth [1]. Succinct non-interactive arguments, known as zk-SNARKs, make this practical: proofs are a few 

hundred bytes long and are verified in milliseconds, which makes them suitable for execution inside a smart 

contract [2], [4]. Applied to identity, they allow a holder to prove that an attribute satisfies a predicate, for example 

that a birth date implies an age of at least eighteen, or that a valid credential issued by a trusted authority exists, 

without disclosing the attribute or the credential. When the proof is anchored on a blockchain, anyone can verify 

the claim, the proof is auditable and the verification logic is transparent and tamper-resistant. 

 

The objectives of this research are: (i) to design a zero-knowledge blockchain architecture for digital identity that 

supports selective disclosure, replay protection, revocation and unlinkability; (ii) to specify the cryptographic 

circuits and the smart contract logic needed to realise it; (iii) to extend the architecture to privacy-preserving data 

trading, in which sellers prove properties of the data they provide; (iv) to formalise its security and privacy 

properties and its cost; and (v) to evaluate a prototype for proof generation time, proof size, on-chain cost, latency, 

privacy leakage and resistance to attack, in comparison with centralised and hash-based alternatives. The 

significance of the work is to show, with measured evidence, that strong privacy and practical performance are 

compatible in identity systems. 

 

LITERATURE REVIEW 

 

Identity management has evolved through three broad models. In the centralised model a single organisation issues 

and stores identifiers and credentials. In the federated model, represented by protocols such as OpenID Connect 

and SAML, an identity provider asserts the identity of the user to many relying parties; this reduces the number 

of passwords but gives the provider visibility of the user's activity. The third model, self-sovereign identity, was 

articulated by Allen as a set of principles that include existence, control, access, transparency, persistence, 

minimisation and protection of the rights of the individual [8]. Muhle et al. surveyed the essential components of 

SSI, namely identifiers, credentials, wallets and a trust anchor, and Dunphy and Petitcolas examined early 

blockchain-based identity schemes and found that, while they improved control and portability, many exposed 

identifiers and left open questions about privacy, recovery and governance [9], [24]. Table 1 contrasts the models 

with the framework proposed here. 

 

TABLE 1. Comparison of Digital Identity Models 

Property Centralised / federated Hash-based SSI on 

blockchain 

ZK-ID (proposed) 

Data custody Provider databases Holder wallet Holder wallet, proofs on 

chain 

Disclosure at verification Full attributes or token 

claims 

Full credential presented Predicate result only (zero 

knowledge) 

Provider can track activity Yes No No 

Linkability across verifiers High High (stable identifiers) Unlinkable (nullifiers per 

context) 

Single point of failure Yes No No 

Public verifiability No Partial Yes, by smart contract 

Regulatory fit (data 

minimisation) 

Weak Moderate Strong 

 

The cryptographic basis for minimal disclosure is older than blockchains. Chaum argued in 1985 that transaction 

systems could allow individuals to prove entitlements without identifying themselves [23], and Camenisch and 

Lysyanskaya developed anonymous credentials that are non-transferable and can be shown unlinkably [10]. 

Coconut introduced threshold-issued selective-disclosure credentials for distributed ledgers [19]. The theory of 

zero-knowledge proofs, with the Fiat-Shamir transform for removing interaction [26], led to practical systems. 

Pairing-based zk-SNARKs, such as the construction of Groth, achieve proofs of constant size and fast verification 

but require a circuit-specific trusted setup [2]. PLONK uses a universal and updatable setup that avoids repeating 
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the ceremony for each circuit, at the price of larger proofs [5]. STARKs are transparent, requiring no trusted setup, 

and rely on hash functions that are believed to be post-quantum secure, but proofs are larger [3]. 

 

Blockchains provide the shared state in which proofs and registries are anchored. Bitcoin introduced a 

decentralised ledger secured by proof of work [12], and Ethereum generalised it with programmable smart 

contracts [13]; Zheng et al. gave an overview of the architectures, consensus mechanisms and trends of blockchain 

systems [29]. Smart contracts are well suited to host verification logic, since a verifier contract executes 

deterministically and its result is publicly auditable. Practical considerations include the cost of on-chain 

computation, which is expressed in gas, and the need to keep personal data off the ledger. Content-addressed 

storage systems such as IPFS provide a decentralised place for larger artefacts, with only the content identifier 

recorded on-chain [16]. ZK-friendly hash functions such as Poseidon reduce the number of constraints needed for 

hashing inside circuits by a large factor compared with conventional hashes [14], and Merkle trees allow compact 

proofs of membership in a large set [15]. 

 

Regulation increasingly demands these capabilities. The GDPR requires data minimisation and purpose limitation 

[17], and the revised eIDAS Regulation establishes a European digital identity wallet framework that includes 

selective disclosure of attributes [18]. 

 

RELATED WORK 

 

Zero-knowledge blockchain systems first appeared in the context of payments and smart contracts. Zerocash used 

zk-SNARKs to hide the sender, receiver and amount of transactions on a public ledger while allowing nodes to 

verify validity [11]. Hawk proposed a framework for privacy-preserving smart contracts in which the contract 

logic runs on private data and only proofs are posted to the chain [21]. ZoKrates provided a toolbox and high-

level language for compiling off-chain computations to circuits and generating Solidity verifiers, which lowered 

the barrier to deploying zk-SNARK verification on Ethereum [20]. Zyskind et al. proposed using a blockchain as 

an access-control layer for personal data, with the data itself stored off-chain, an approach that anticipates the 

separation of proofs and data adopted in the present work [25]. 

 

In identity specifically, W3C verifiable credentials and decentralised identifiers define interoperable formats [6], 

[7], and anonymous-credential schemes provide unlinkable presentations [10], [19]. These systems either rely on 

signature schemes with specialised proofs that do not integrate directly with smart-contract verification, or they 

leave the anchoring of proofs, revocation and replay protection to the application. Blockchain identity surveys 

report that most deployed systems store hashes or identifiers on-chain that can be correlated [24]. 

 

Three gaps follow. First, there is limited quantitative evidence on the cost of zero-knowledge identity proofs on 

both resource-constrained clients and on-chain verifiers. Second, replay protection, revocation and cross-context 

unlinkability are rarely treated together in one protocol. Third, the identity layer is seldom connected to higher-

level applications such as data trading, in which both parties need assurances of provenance without disclosure. 

This paper addresses these gaps with an end-to-end architecture, a formal treatment of its properties and a 

prototype evaluation. 

 

METHODOLOGY 

 

System Model and Threat Model 
ZK-ID involves five roles. The issuer, such as a government agency, bank or university, verifies a person and 

signs a credential containing attributes. The holder, or user, keeps the credential in a wallet and generates proofs. 

The verifier is a service that needs to establish a fact about the holder. A verification smart contract on a blockchain 

checks proofs and maintains registries of issuer keys, credential commitments and used nullifiers. A third party, 

such as an auditor or a relying service, can retrieve a proof and trust its verified status. Large artefacts, such as 

encrypted credential backups or datasets, reside in IPFS and only their content identifiers are recorded on-chain 

[16]. 

 

The adversary model includes a malicious holder who attempts to prove a false statement or to reuse another 

person's credential, a curious verifier who attempts to learn more than the statement proven, colluding verifiers 

who attempt to link a holder's activities across contexts, an observer of the public ledger, and an eavesdropper on 

network traffic. Issuers are trusted to sign only correct attributes, and the cryptographic assumptions are the 
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soundness of the proof system, the collision resistance of the Poseidon hash and the security of the signature 

scheme. Compromise of a holder's device is outside the scope, although the wallet protects keys with hardware-

backed storage. 

 

Protocol: Proof Generation, Storage and Verification 
The protocol is shown in Fig. 1 and consists of eight steps. In step 1 the user supplies identity credentials to the 

proof-generation algorithm. In step 2 the algorithm constructs the constraints that express the statement to be 

proven, for example that the signed birth date implies an age of at least eighteen and that the credential is in the 

issuer's set, and produces a proof. In step 3 the proof is stored on the blockchain, and in step 4 the verification 

smart contract records that the proof is stored. A verifier then validates the proof in step 5: in step 6 it runs the 

verification process on the proof, which can be checked either off-chain against the proof's public inputs or on-

chain by the contract. Once the proof is verified, a third party retrieves the identity proof from the verification 

contract in step 7, and in step 8 it trusts the proof and accepts the valid identity attributes, that is, the statement, 

but not the credential. At no point does the verifier or the third party receive the raw attributes. 

 
Figure 1: Zero-knowledge proof-based identity verification flow with blockchain and verification smart 

contract 

 

Credential Commitments, Accumulators and Nullifiers 

Each credential consists of attributes a = (a_1, ..., a_n), a holder secret key sk and an issuer signature. The issuer 

publishes only a commitment to the credential, computed as the Poseidon hash c = H(a_1, ..., a_n, pk_h), where 

pk_h = H(sk) is the holder's public key [14]. Commitments are inserted as leaves of a Merkle tree of depth 20, 

which can contain 2^20 = 1,048,576 credentials, and only its root is stored in the contract [15]. A holder proves 

membership by exhibiting a path from the leaf to the root, and the circuit checks that the recomputed root equals 

the public root: 

root = 𝐻(… ,𝐻, (𝐻, (𝑐, 𝑠1)𝑠2) … 𝑠𝑑) (with path order bits) (1) 
 

The size of the anonymity set is the number of leaves 𝑁, so that a verifier who observes a valid proof can only 

say that the credential belongs to one of 𝑁credentials, giving an entropy of log2𝑁 = 20bits of hiding. To prevent 

the reuse of a proof, and to allow a service to recognise a returning user without learning who they are, each proof 

reveals a context-specific nullifier: 

𝑛𝑓 = 𝐻(𝑠, 𝑘𝑐𝑡𝑥) (2) 
 

where 𝑐𝑡𝑥identifies the verifier or the action. The same holder produces the same nullifier for the same context, 

so replay and double use are detected by the contract, which keeps a set of spent nullifiers, but nullifiers for 
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different contexts are computationally unlinkable because 𝑠𝑘is hidden. Revocation is performed by the issuer by 

removing the leaf and publishing a new root; holders update their path from public data, and proofs against an 

obsolete root are rejected after a grace period. 

 

Proof System and Circuits 

The statement to be proven is expressed as a rank-1 constraint system (R1CS). With a witness vector 𝑠that contains 

public inputs, private inputs and intermediate values, and matrices 𝐴, 𝐵and 𝐶, the constraints are satisfied when 

(𝐴 ⋅ 𝑠) ∘ (𝐵 ⋅ 𝑠) = 𝐶 ⋅ 𝑠 (3) 
 

where ∘is the element-wise product. The prototype compiles circuits written in the Circom language to R1CS and 

uses Groth16 on the BN254 pairing-friendly curve [2], [28], because the proof consists of only three group 

elements (192 bytes uncompressed) and is cheap to verify on Ethereum. PLONK with a universal setup was 

implemented for comparison [5]. Groth16's verification equation, with public inputs 𝑥𝑖and verification key 

(𝛼, 𝛽, 𝛾, 𝛿, 𝐿𝑖), is 

𝑒(𝐴, 𝐵) = 𝑒(𝛼, 𝛽) ⋅ 𝑒 (∑ 𝑥𝑖𝑖
, 𝐿𝑖  𝛾) ⋅ 𝑒(𝐶

, 𝛿) (4) 
 

Four circuits were specified. C1 proves a predicate on an attribute, here that age is at least eighteen, using a range 

check on the difference between the current date (a public input) and the birth date. C2 proves membership of the 

credential commitment in the Merkle tree under the public root. C3 combines membership, a predicate on an 

attribute, the check of the issuer's signature on the credential and the computation of the nullifier, and is the main 

identity proof. C4 is a proof of provision for data trading, in which a seller proves that a committed dataset has 

stated properties, for example that it contains a given number of records generated by a registered device within 

a time window, without revealing the data (see below). Table 2 lists the circuits and their public inputs. 

 

TABLE 2. Circuit Definitions 

Circuit Statement proven Public inputs Private inputs 

C1 Age predicate Birth date implies age >= 18 Current date, credential 

commitment 

Birth date, blinding 

factor 

C2 Credential 

membership 

Commitment is a leaf of the issuer 

tree 

Merkle root Commitment, Merkle 

path (20 siblings) 

C3 Combined 

identity proof 

Valid signed credential in set, 

predicate holds, nullifier correct 

Root, current date, 

context, nullifier 

Attributes, signature, 

holder secret key, path 

C4 Proof of 

provision 

Dataset commitment has stated size 

and device origin 

Dataset commitment, 

size bound, time 

window, registry root 

Dataset digest, device 

key, path 

 

Smart Contract Design 
The verification contract, written in Solidity, stores the verification key, the current Merkle root of each issuer, 

the set of spent nullifiers and an event log. Its verify function takes the proof and the public inputs, checks that 

the root is current, that the nullifier is unused and that the pairing check of Eq. (4) holds, and then records the 

nullifier and emits an event that includes the proof identifier. Only the proof, public inputs and nullifier are visible 

on-chain. Issuer keys are managed through a registry with a multi-signature update rule, and the contract can be 

upgraded only through a time-locked governance process, which prevents silent changes to verification logic. To 

reduce cost, proofs for several holders can be aggregated and verified in a single pairing check. 

 

Extension to Privacy-Preserving Data Trading 
The identity layer is applied to a decentralised data marketplace, shown in Fig. 2, which involves sellers with IoT 

devices and data sources, buyers and an authority that sets up the system. In Phase I, the authority generates and 

distributes the public system parameters, which include the proving and verification keys, to all participants. In 

Phase II, each seller proves the provision of data, that is, that it holds data with the stated properties, by generating 

a zero-knowledge proof of provision (circuit C4) and posting it to the blockchain, while the data itself is encrypted 

and stored in IPFS. In Phase III, buyers and sellers register, are matched through the contract on the basis of the 

proven properties and the buyer's requirements, and the transaction is validated on the blockchain, with payment 

released when the buyer confirms receipt of data whose digest matches the proven commitment. Neither the buyer 

nor the ledger learns the data before the exchange, and sellers need not reveal their identity beyond membership 

of the registered set. 
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Figure 2: Three-phase zero-knowledge data trading architecture with sellers, buyer, IPFS storage and 

blockchain 

 

Security Properties and Cost Model 
The framework is designed to satisfy four properties. Completeness: an honest holder with a valid credential 

always produces an accepted proof. Soundness: no polynomial-time adversary can produce an accepted proof of 

a false statement, except with negligible probability ε_s(λ), where λ is the security parameter. Zero knowledge: 

the proof can be simulated without the witness, so that the verifier learns nothing beyond the statement. 

Unlinkability: for any two proofs under different contexts, the advantage of an adversary in deciding whether they 

come from the same holder is negligible. the advantage is measured as 

Advlink = ∣
∣
∣
Pr⁡[𝑏′ = 𝑏] −

1

2∣
∣
∣
≤ negl(𝜆) (5) 

 

where 𝑏is the hidden bit indicating whether the two proofs share a holder and 𝑏′is the adversary's guess. 

Performance is analysed with a cost model. End-to-end latency is the sum of local proof generation, submission 

and confirmation, retrieval of the proof and its verification, 

𝑇 = 𝑇prove + 𝑇conf + 𝑇ret + 𝑇ver 

and the on-chain cost of a verification with 𝑛public inputs is 

𝐺 = 𝑔0 + 𝑛 ⋅ 𝑔1 

where 𝑔0is the fixed cost of the pairing check and 𝑔1the cost of each public input; the monetary cost is 𝐺times the 

gas price times the exchange rate. The maximum verification throughput of a chain is the block gas limit divided 

by 𝐺and by the block time. 

 

EXPERIMENTAL SETUP 

 

Prototype Implementation 
The prototype implements the four circuits in Circom 2.1 with Poseidon hashing and EdDSA signature verification 

over the Baby Jubjub curve, which is efficient inside BN254 circuits. Proofs are generated with snarkjs for 

Groth16 and PLONK, and the corresponding Solidity verifiers are deployed with a Hardhat toolchain. The wallet 

is a web application that runs the prover in WebAssembly, so the same code executes on desktop and mobile 
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browsers. Credentials are issued as W3C verifiable credentials with a decentralised identifier for the issuer [6], 

[7]. The Merkle tree has depth 20 and is populated with 1,048,576 commitments, of which 1,000 belong to test 

holders. Encrypted artefacts are stored on a private IPFS network [16]. Contracts were tested on an Ethereum-

compatible local network configured with a block gas limit of 30 million gas and a 12-second block time, and on 

a layer-2 rollup test network for confirmation latency. 

 

Baselines, Platforms and Workload 
Three configurations were compared. B1 is a centralised OpenID Connect identity provider that returns signed 

tokens containing the attributes requested. B2 is a hash-based SSI baseline in which the holder presents the full 

verifiable credential and the verifier checks its signature and the issuer's key on-chain. B3 is the proposed ZK-ID 

system, in Groth16 and PLONK variants. Proofs were generated on two client platforms: a desktop with an 8-core 

processor and 32 GB of RAM running a Chromium-based browser, and a mid-range smartphone with 6 GB of 

RAM running a mobile browser. The IoT gateway for the data-trading case study is a Raspberry Pi 4 with 4 GB. 

Each measurement is the mean of 100 runs, and 10,000 verifications were executed per scheme for functional and 

security tests. Table 3 summarises the platforms and the test campaign. 

 

TABLE 3. Experimental Platforms and Test Campaign 

Item Configuration 

Prover, desktop 8 cores, 32 GB RAM, Chromium browser, snarkjs (WASM) 

Prover, smartphone Mid-range device, 6 GB RAM, mobile browser, snarkjs (WASM) 

Prover, IoT gateway Raspberry Pi 4, 4 GB RAM 

Proof systems Groth16 and PLONK on BN254 

Chain Local EVM network (30 M gas limit, 12 s blocks); layer-2 test network 

Functional tests 10,000 valid proofs; 1,000 holders 

Security tests 10,000 forged proofs, 5,000 tampered public inputs, 2,000 replays, 1,000 

revoked credentials 

Privacy tests Linkability game with 1,000 holders across 20 verifiers; attribute disclosure 

audit 

Data-trading case study 50 sellers, 20 buyers, 1 MB datasets 

 

Privacy is evaluated by auditing the attributes revealed to the verifier and by a linkability game, in which an 

adversary is given two proofs and a transcript of the on-chain records and must decide whether they were 

generated by the same holder, as in Eq. (5). Security is evaluated by submitting forged, tampered and replayed 

proofs. 

 

RESULTS 

 

Proof Generation and Verification Performance 
Table 4 and Fig. 3 give the cost of the four circuits. The simplest circuit, the age predicate C1, has 1,284 constraints 

and was proven in 0.31 s on the desktop and 0.9 s on the smartphone. Credential membership C2, dominated by 

the 20 Poseidon hashes of the Merkle path, has 5,372 constraints and needed 0.74 s and 2.3 s respectively. The 

combined identity proof C3, which adds signature verification, the predicate and the nullifier, has 12,148 

constraints and was generated in 1.12 s on the desktop and 3.4 s on the smartphone, with a peak memory of 380 

MB on the phone. The proof of provision C4 has 11,460 constraints and took 1.68 s on the desktop, 5.1 s on the 

smartphone and 9.8 s on the Raspberry Pi gateway. Proof generation time grew roughly linearly with the number 

of constraints, as expected for the prover's multi-scalar multiplications. In every case the Groth16 proof was 192 

bytes and the off-chain verification took between 6 and 10 ms. 

 

TABLE 4. Circuit Size and Groth16 Proving Performance 

Circuit Constraints Desktop 

prove (s) 

Smartphone 

prove (s) 

Proof size 

(bytes) 

Off-chain 

verify (ms) 

C1 Age predicate 1,284 0.31 0.9 192 6 

C2 Credential membership 5,372 0.74 2.3 192 7 

C3 Combined identity proof 12,148 1.12 3.4 192 9 

C4 Proof of provision 11,460 1.68 5.1 192 10 
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Figure 3: Groth16 proof generation time for the four circuits on desktop and smartphone clients 

 

On-Chain Cost and Latency 
The on-chain verification of the combined proof with four public inputs costs 232,000 gas (a fixed cost g_0 of 

about 207,000 gas for the pairing check plus roughly 6,250 gas per public input). Recording the nullifier, emitting 

the event and call overhead raise the cost of the full transaction to 281,000 gas. Under the assumptions of a gas 

price of 20 gwei and an exchange rate of 2,500 dollars per ether, this corresponds to about 14 dollars on the base 

layer, and about 0.23 dollars on a rollup in which fees are lower by a factor of roughly 60. The PLONK variant 

has a more flexible setup, but its proof is 868 bytes and verification costs about 296,000 gas. By comparison, the 

hash-based baseline B2 needs only 38,500 gas, but it discloses the whole credential. 

 

End-to-end latency is reported in Table 5. The centralised provider is the fastest at 0.42 s because it does not 

generate a proof or wait for confirmation. The hash-based baseline needs 2.6 s, almost all of it for block 

confirmation on the layer-2 network. ZK-ID with Groth16 required 3.9 s on the desktop and 6.2 s on the 

smartphone, of which proof generation was 29% and 55% respectively and confirmation about 2.4 s. The PLONK 

variant took 6.7 s on the desktop. 

 

TABLE 5. Latency and On-Chain Cost by Scheme (C3-equivalent statement) 

Scheme Proof/credential 

size 

Generation 

(s) 

Confirmation 

and retrieval (s) 

Total 

latency (s) 

Verification 

gas 

B1 Centralised OIDC ~1 KB token 0.00 0.42 0.42 0 

B2 Hash-based SSI 1.2 KB 

credential 

0.05 2.55 2.6 38,500 

ZK-ID Groth16, desktop 192 B 1.12 2.76 3.9 232,000 

ZK-ID Groth16, 

smartphone 

192 B 3.40 2.76 6.2 232,000 

ZK-ID PLONK, desktop 868 B 3.90 2.78 6.7 296,000 

 

Privacy and Security Evaluation 

Table 6 summarises the privacy and security tests. In the audit of disclosed attributes, the centralised provider and 

the hash-based baseline released all eight attributes of the credential to the verifier, whereas the ZK-ID verifier 

received no raw attributes and a single bit, the truth of the predicate. In the linkability game with 1,000 holders 

and 20 verifiers, an adversary who could observe all verifier-side records linked the activities of a holder correctly 

in 98.2% of cases against the centralised provider, because the provider issues stable subject identifiers, and in 

100% of cases against the hash-based baseline, because the credential hash is a stable handle. Against ZK-ID the 

adversary achieved 50.4% accuracy, which is statistically indistinguishable from random guessing (95% 

confidence interval 48.3% to 52.5%), consistent with the unlinkability property of Eq. (5). For the security tests, 

all 10,000 forged proofs, all 5,000 proofs with tampered public inputs, all 2,000 replays (rejected through 

nullifiers) and all 1,000 proofs using revoked credentials after the grace period were rejected, and all 10,000 valid 

proofs were accepted. 
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TABLE 6. Privacy and Security Test Results 

Test B1 Centralised B2 Hash-based SSI ZK-ID 

Raw attributes disclosed to verifier (of 8) 8 8 0 

Provider can observe verifier set Yes No No 

Linkability adversary accuracy 98.2% 100% 50.4% 

Forged proofs accepted (of 10,000) n/a n/a 0 

Tampered inputs accepted (of 5,000) n/a 0 0 

Replays accepted (of 2,000) n/a 2,000 0 

Revoked credentials accepted after grace 

period (of 1,000) 

0 0 0 

 

Data-Trading Case Study 
The three-phase architecture of Fig. 2 was evaluated with 50 sellers and 20 buyers. In Phase I the authority 

generated and distributed the system parameters, which took 1.8 s per participant and happens once. In Phase II 

each seller proved the provision of a 1 MB dataset with circuit C4, which took 1.68 s on a desktop and 9.8 s on a 

Raspberry Pi gateway, uploaded the encrypted data to IPFS in 0.61 s and posted the proof for 232,000 gas. In 

Phase III, matching of registered buyers and sellers through the contract completed in 4.6 s, and end-to-end 

transaction validation, including confirmation and payment release, took 5.9 s. A buyer retrieved the data from 

IPFS in 0.42 s and checked that its digest matched the proven commitment. In 5,000 attempts to register a 

fabricated provision proof, none was accepted. The results in Table 7 show that the cost of the proofs is dominated 

by the prover on constrained gateways, which can be mitigated by delegating proof generation to a trusted local 

gateway or by using hardware acceleration. 

 

TABLE 7. Data-Trading Case Study Performance 

Phase Operation Time On-chain cost 

I Setup Parameter generation and distribution 1.8 s per participant 

(once) 

None 

II Provision Proof of provision, desktop / Raspberry Pi 1.68 s / 9.8 s 232,000 gas 

II Provision Encrypted upload to IPFS (1 MB) 0.61 s None (CID only) 

III Matching Buyer and seller registration and matching 4.6 s About 150,000 

gas 

III Validation Transaction validation and payment release 5.9 s end to end About 120,000 

gas 

 

DISCUSSION 

 

The results show that the central trade-off in zero-knowledge identity is between privacy and computational cost, 

and that the cost is manageable with current technology. A proof for a realistic statement is produced in about a 

second on a desktop and in a few seconds on a phone, it is small, and it is verified for a cost that is higher than 

that of a hash-based check by a factor of six but that is acceptable on a rollup. In return, the verifier learns a single 

bit, the provider cannot observe activity and the linkability attack fails. These properties are structural, because 

they follow from the zero-knowledge and nullifier design, and are not obtained by policy, which is the distinction 

that regulators and individuals increasingly demand [17], [18]. 

 

Several design choices deserve discussion. Groth16 minimised proof size and gas but requires a trusted setup for 

each circuit; if the setup's toxic waste were retained, an attacker could forge proofs. This risk can be reduced with 

a multi-party ceremony, in which security holds if at least one participant is honest, or removed by using a 

universal setup such as PLONK or a transparent system such as STARKs or Bulletproofs, at a cost in proof size 

and verification gas [3], [5], [22]. The Merkle accumulator requires that the issuer publishes new roots, and so 

introduces a dependency on an issuer or registry for freshness; the grace period balances usability against timely 

revocation. The anonymity set is the number of valid credentials in the tree, so privacy is weaker for a small issuer, 

and metadata such as network addresses and timing can still leak information unless proofs are submitted through 

relayers or mixnets. On-chain recording of nullifiers makes the usage of a service by pseudonymous holders 

visible, though not linkable to other services. 
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The limitations of the study should be acknowledged. The prototype evaluates a limited set of statements, and 

more complex policies, such as proofs about several credentials from different issuers, will increase the circuit 

size. The cost measurements depend on the gas price, the rollup used and the browser; the monetary figures are 

illustrative. Proof generation on low-end devices may be too slow, which motivates delegated proving schemes 

and mobile hardware acceleration. Quantum computers capable of breaking elliptic-curve pairings would affect 

the Groth16 and PLONK constructions, which is an argument for migrating to hash-based proofs in the longer 

term. 

 

CONCLUSION 

 

This paper presented ZK-ID, a privacy-preserving digital identity framework built on a zero-knowledge 

blockchain architecture. Holders turn issuer-signed credentials into zk-SNARK proofs that attest to a statement 

without revealing attributes, the proofs are anchored and verified by a smart contract, and nullifiers and Merkle 

accumulators provide replay protection, revocation and unlinkability. The same primitives support a three-phase 

data-trading architecture in which sellers prove the provision of data before it is exchanged. A prototype showed 

that the combined identity proof can be generated in 1.12 s on a desktop and 3.4 s on a smartphone, is 192 bytes 

in size and is verified on-chain for 232,000 gas. Compared with centralised and hash-based alternatives, ZK-ID 

reduced the attributes disclosed per verification from eight to zero and reduced the accuracy of a linkability 

adversary to 50.4%, with no forged or replayed proof accepted. The findings support the view that strong privacy 

and practical performance are compatible. Future work will consider post-quantum proof systems, recursive proof 

aggregation for higher throughput, delegated proving for constrained devices, key recovery and governance 

models for issuer registries, and large-scale pilots aligned with emerging digital identity wallet regulations. 
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