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ABSTRACT: 

Data classification is the foundation of enterprise data governance: retention, access control, encryption, sharing 

and incident response all depend on knowing how sensitive a document is. Manual classification does not scale, 

and rule-based tools are brittle, while machine learning promises scale but raises new concerns, because training 

a classifier on sensitive content can itself create privacy exposure and because errors in classification have very 

different costs in different directions. This paper proposes the Governed AI Classification Framework (GACF), 

which treats accuracy, privacy and operational efficiency as three objectives to be balanced explicitly. GACF 

combines a governed sensitivity taxonomy, a privacy-preserving training architecture based on federated learning 

with gradient clipping and noise injection, confidence-based triage that routes uncertain documents to human 

reviewers, and a three-level audit structure covering governance, model and application. We examine the 

framework in a simulation of five business units with heterogeneous documents and four sensitivity levels. A 

federated model reached 94.4% accuracy without raw data leaving the units, compared with 96.4% for a 

centralized model trained on pooled data and 74.6% for rule-based keywords. Adding privacy noise reduced 

accuracy gradually at moderate levels (88.5% at a noise multiplier of 1) and sharply at high levels (62.4% at 4), 

and the rate of under-classification, the most dangerous error, rose from 4.8% to 21.6%. Confidence-based triage 

raised overall accuracy to 96.8% while automating 76% of documents, which would cut reviewer effort for 10,000 

documents from 250 hours to about 59. These results are synthetic and show the logic of the design, not 

performance on real documents. The paper closes with governance guidance and a research agenda. 

Keywords: Data Classification, Data Governance, Federated Learning, Differential Privacy, Human-in-the-Loop, AI 

Auditing, Sensitive Data, Enterprise Information Management 

 

INTRODUCTION 

 

Enterprises create information at a rate that no governance team can review by hand. Contracts, design documents, 

customer records, financial models, support transcripts, source code and meeting notes accumulate in file shares, 

collaboration platforms, email and cloud storage. Almost every governance control depends on a judgment about 

each item: how sensitive is it, who may see it, how long must it be kept, whether it may leave the organization, 

and what protection it needs at rest and in transit. These judgments are recorded as classification labels, and when 

they are missing or wrong, downstream controls are applied wrongly. 
 

Traditional approaches have well-known limits. Manual labeling by authors depends on awareness and discipline, 

and studies of real programs show that users label inconsistently and often skip labeling altogether. Rule-based 

discovery, using patterns and keywords for identifiers such as payment card numbers, works well for structured 

identifiers but poorly for contextual sensitivity, such as an unannounced strategy paper or a draft contract, where 

no fixed pattern marks the content as sensitive. Machine learning classifiers can learn contextual cues and scale to 

millions of documents, which explains the interest in AI-assisted classification. 

 

That promise brings three tensions. The first is accuracy against risk. Errors are not symmetric: labeling a 

confidential document as public exposes it, while labeling a public document as confidential merely inconveniences 

its readers. A governance-grade classifier must therefore be judged by the kind of error it makes, not only by how 

often it errs. The second is accuracy against privacy. The best classifier is typically trained on all the data in one 
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place, but pooling sensitive documents for training creates a concentrated target and may violate regional, 

contractual or regulatory restrictions on moving data. Privacy-preserving training reduces the exposure but can 

reduce accuracy. The third is accuracy against efficiency. Full automation is fast but unforgiving of error, and full 

manual review is accurate but slow, so the question is how to combine them. 

 

This paper proposes a framework that treats these tensions explicitly. The primary objective is to design and 

examine the Governed AI Classification Framework (GACF). The specific tasks are: (i) to define a governed 

taxonomy and an error model suited to governance decisions; (ii) to specify a privacy-preserving training 

architecture that keeps documents where they are; (iii) to define confidence-based triage that combines automation 

with human review; (iv) to define an audit structure covering governance, model and application levels; and (v) to 

examine the trade-offs in a controlled simulation. The contribution is a coherent, testable blueprint together with 

explicit statements about what the evidence does and does not show. 

 

The remainder of the paper is organized as follows. Section II reviews the literature. Section III summarizes related 

work. Section IV presents the GACF methodology. Section V details the experimental setup, Section VI reports 

results, Section VII discusses implications, Section VIII addresses limitations, and Section IX concludes. 

 

LITERATURE REVIEW 

 

A. Classification in information governance 

Classification is a requirement in most security and governance standards. ISO/IEC 27001 includes controls for 

classifying and labeling information so that it receives protection appropriate to its sensitivity [1], and FIPS 199 

provides a model for categorizing information by the potential impact of loss of confidentiality, integrity and 

availability [2]. Privacy regulation adds categories whose definition is legal and not organizational: the General 

Data Protection Regulation identifies special categories of personal data with stricter conditions for processing, 

and the California Consumer Privacy Act defines sensitive personal information and consumer rights over it [3], 

[4]. In practice, enterprises adopt a small number of levels, for example public, internal, confidential and restricted, 

and attach rules to each level for access, sharing, encryption and retention. The taxonomy is therefore not a 

technical artifact; it is a policy instrument whose levels must be defined by the business and the legal function. 

 

B. Machine learning for text classification and sensitive data discovery 

Automated text categorization has a long history. Sebastiani surveyed methods from rule-based systems to 

statistical learning [5], and Joachims showed that linear support vector machines perform strongly on high-

dimensional sparse text [6]. Pre-trained transformer models such as BERT have since improved performance by 

capturing context, at greater computational cost and with greater difficulty in explaining outputs [7]. For 

governance use, several properties matter beyond accuracy. Classes are imbalanced, because the most sensitive 

documents are rare, and evaluation must account for this [8]. Confidence scores must be calibrated if they are to 

be used for routing decisions, and modern neural networks are often overconfident [9]. Decisions should be 

explainable so that data owners can contest them. And behavior should be monitored for drift, because documents, 

projects and vocabulary change over time [10]. 

 

C. Privacy-preserving learning 

Training a classifier on sensitive documents creates risks: the model can memorize training data, and an adversary 

may be able to determine whether a specific record was used in training, as Shokri and colleagues demonstrated 

with membership inference attacks [11]. Three families of technique reduce these risks. Federated learning trains 

a shared model by sending the model to the data and aggregating updates, so that raw data stay on local systems 

[12], [13]. Differential privacy limits what any output reveals about an individual record, and in training is 

implemented by clipping the influence of each example and adding calibrated noise to updates [14], [15]. Secure 

aggregation lets a server combine updates without seeing any single participant’s contribution [16]. The 

combination, shown in Figure 1, is standard: each client preprocesses its data, trains locally, clips and perturbs its 

update, and sends it in encrypted form to a server that aggregates, may screen for anomalous updates, and 

broadcasts the improved global model. 
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Figure 1. Privacy-preserving federated training architecture: local data and preprocessing on each client, 

local training, differential privacy (gradient clipping and noise injection), encrypted upload, secure 

aggregation, model averaging and anomaly detection on the central server, and broadcast of the global model 

update. The figure illustrates the pattern with student devices; in the enterprise setting the clients are 

business units, regional environments or tenant workloads. 

 

Federated learning faces a specific challenge in enterprises: data are heterogeneous across units, since different 

business units produce different documents with different vocabularies and different class balances. Such non-

identically distributed data can slow convergence and reduce accuracy, and methods that stabilize training under 

heterogeneity have been proposed [17]. Privacy protection costs accuracy, and the cost depends on the amount of 

noise, the number of examples and the difficulty of the task. 

 

D. AI governance and auditing 

Frameworks for managing AI risk emphasize governance, measurement and continuous oversight. The NIST AI 

Risk Management Framework organizes activities into governing, mapping, measuring and managing [18], and 

the European Union’s AI Act sets obligations for risk management, data governance, transparency, human 

oversight and accuracy for AI systems according to risk level [19]. Documentation practices such as model cards 

communicate intended use, performance and limitations [20], and internal algorithmic auditing frameworks 

describe how organizations can examine AI systems throughout their lifecycle [21]. A convenient structure, shown 

in Figure 2, distinguishes three levels of audit. Governance audits examine regulatory compliance, data 

governance, ethical guidelines and risk management. Model audits examine explainability and interpretability, 

bias and fairness, robustness and security, and generalization and accuracy. Application audits examine user 
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interaction and safety, data security and privacy, performance monitoring and logging, and adversarial testing in 

the setting where the system is used. 

 
Figure 2. Three-level audit structure: governance audits (regulatory compliance, data governance, ethical AI 

guidelines, risk management), model audits (explainability, bias and fairness, robustness and security, 

generalization and accuracy) and application audits (user interaction and safety, data security and privacy, 

monitoring and logging, adversarial testing). 

 

E. Human oversight and selective automation 

Parasuraman and colleagues described levels of automation and argued that the appropriate level depends on the 

consequences of error and on the human’s ability to monitor and intervene [22]. For classification, selective 

automation is a natural fit. A classifier makes confident decisions on clear cases and defers uncertain ones to a 

person, a strategy that formalizes the reject option studied by Chow in pattern recognition [23]. The performance 

of such a hybrid depends on the calibration of confidence, on the accuracy of the human reviewers, and on whether 

the reviewers are given context that helps them decide. 

 

RELATED WORK 

 

Prior work addresses parts of the problem, and few contributions combine them. 

In data loss prevention and discovery, commercial and open source tools combine patterns, dictionaries and 

fingerprinting to detect known identifiers and known documents. These approaches offer precision for structured 

data, and they provide little help with contextual sensitivity. They also operate where data are collected, which 

typically means moving or indexing content centrally. 

 

In machine learning for text, a large literature addresses classification accuracy [5], [6], [7]. Studies typically 

assume that the training data can be pooled, and they rarely evaluate asymmetric error costs, which are central to 

governance. 
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In privacy-preserving machine learning, federated learning, differential privacy and secure aggregation are well 

studied [12]–[16], including under heterogeneity [17]. Much of this work evaluates image and generic text 

benchmarks. The trade-off between privacy noise and the kind of error that matters in governance has received less 

attention. 

 

In AI governance, frameworks and regulation define what organizations must do to manage AI risk [18], [19], [21], 

but they are general and do not specify how a particular system, such as a classifier of document sensitivity, should 

be structured and tested. 

 

In human-automation interaction, levels of automation and reject-option classification provide the conceptual basis 

for triage [22], [23]. Their application to enterprise classification, with measured reviewer workload, is less 

common. 

 

The gap that GACF addresses is therefore integration. No widely adopted approach (a) connects a governed 

taxonomy to an asymmetric error model, (b) trains classifiers without pooling raw documents and quantifies the 

effect of privacy noise on the errors that matter, (c) uses calibrated confidence to combine automation with human 

review, and (d) places the whole system within a structured audit. 

 

METHODOLOGY: THE GACF FRAMEWORK 

 

A. Architecture overview 

GACF has six components. Policy and taxonomy defines sensitivity levels and the rules attached to them. The 

data and feature pipeline prepares documents locally. Training builds the classification model, either centrally or, 

preferably, through the federated architecture of Figure 1. Privacy controls limit what training reveals. Decision 

and triage converts model outputs into labels, with uncertain cases routed to reviewers. Audit and monitoring 

examine the system at the governance, model and application levels, as in Figure 2, and feed corrections back to 

the other components. 

 

B. Governed taxonomy and error model 

The taxonomy has a small number of ordered levels. In this paper we use four: public, internal, confidential and 

restricted. Each level is defined by the business and legal functions with examples, and each carries rules for 

access, sharing, encryption and retention. The number of levels is kept small because every additional level 

reduces labeling consistency among both people and models. 
 

Because the levels are ordered, errors have direction. Under-classification means assigning a lower level than the 

document deserves, which exposes the document to weaker controls. Over-classification means assigning a higher 

level, which restricts access unnecessarily and imposes cost and friction. Governance treats these differently: under-

classification is a risk event, while over-classification is an efficiency cost, up to the point where excessive 

restriction drives users to work around controls. GACF therefore reports both rates separately, alongside overall 

accuracy and the macro-averaged F1-score, which weights all classes equally and so reflects performance on rare, 

high-sensitivity classes. Documents that fall under legal definitions, such as special categories of personal data, 

may be handled by mandatory rules that override the model, with the model supplying evidence and not the final 

decision. 

 

C. Data and feature pipeline 

Documents are processed where they reside. The pipeline extracts text, removes boilerplate and normalizes the 

content, then converts it to numeric features, for example weighted word counts or embeddings. Cleaning and 

feature selection happen locally in each client environment, as shown in the preprocessing layer of Figure 1, so 

that raw text never leaves it. Labels for training come from existing labelled documents, from the outcomes of 

human reviews, and from curated examples supplied by records managers. Because labels are themselves noisy, 

the pipeline records label provenance and periodically audits samples. 

 

D. Privacy-preserving training 

GACF recommends federated training. Each business unit trains a local model on its documents for a small 

number of passes and sends the update to an aggregation service, which averages the updates into a global model 

and broadcasts it, in repeated rounds. Two privacy controls are applied to each update before it leaves the unit. 
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Gradient clipping bounds the influence that any single document can have on the update. Noise injection adds 

random noise, scaled to the clipping bound by a noise multiplier chosen by the privacy owner, which makes it 

difficult to infer whether a particular document was in the training data. Updates are transmitted in encrypted 

form, and secure aggregation prevents the server from seeing any single unit’s contribution. The server may also 

apply anomaly detection to updates, to detect a unit whose update deviates strongly from the others, which may 

indicate a data quality problem or an attempt to poison the model. 
 

The amount of noise determines the privacy-accuracy trade-off. In a deployment, the noise level should be linked 

to a formal privacy budget computed with a privacy accountant, and the budget should be a governance decision. 

In this paper, the experiments report the noise multiplier and an empirical measure of leakage, as explained below, 

and they do not claim a formal privacy guarantee. 

 

E. Decision and triage 

The model outputs a probability for each sensitivity level. The decision component assigns the most probable 

level and uses the highest probability as a confidence measure. Documents whose confidence exceeds a threshold 

are labelled automatically, and the rest are routed to a human reviewer, who sees the document, the model’s 

suggestion and the evidence behind it. The threshold is set by the data owner according to the cost of review and 

the cost of error, and it may differ by repository: a repository holding highly sensitive material may adopt a higher 

threshold. Reviewer decisions are recorded and used as training labels, so that the model improves where it was 

least certain. Confidence calibration is checked regularly, since triage is only as good as the calibration of the 

confidence score [9]. 

 

F. Audit and monitoring 

The system is audited at the three levels shown in Figure 2. At the governance level, auditors confirm that the 

taxonomy is approved, that regulatory requirements are mapped to rules, that data used for training is authorized, 

and that risk is assessed and reviewed. At the model level, they examine explainability, test fairness across 

business units and document types, test robustness to perturbation and attack, and measure accuracy and 

generalization on held-out data from each unit. At the application level, they examine the user experience of labels 

and overrides, the privacy and security of the pipeline, the logging and monitoring of operation, and resistance to 

adversarial inputs. Findings are tracked to closure. 

Several indicators are monitored continuously: accuracy and macro F1 by unit, the under-classification and over-

classification rates, the share of documents routed to review, the agreement between reviewers and model, drift in 

vocabulary and class balance, and the volume of user overrides. A fairness check compares performance across 

units, so that a unit with unusual documents is not systematically misclassified. 

 

G. Governance and operating model 

GACF assigns roles. A data owner in each unit confirms taxonomy application and thresholds. A classification 

policy owner maintains the taxonomy and rules. A privacy owner sets noise levels and approves data use for 

training. A model owner trains, evaluates and monitors the model. Reviewers handle routed documents. An audit 

function conducts the three-level audits. A governance board reviews indicators and exceptions at least quarterly. 

 

EXPERIMENTAL SETUP 

 

The experiments are limited in purpose. Real enterprise documents are confidential and cannot be shared, labelled 

data sets with realistic business-unit heterogeneity are scarce, and the true sensitivity of documents is itself 

contested. We therefore used a synthetic enterprise implemented in Python with a fixed random seed, to examine 

the framework’s trade-offs. Each result is the mean of eight independent replications. 
 

Synthetic documents. Each replication simulates five business units. Documents are bags of words over a 

vocabulary of 1,000 terms, with four sensitivity classes (public, internal, confidential, restricted). The terms are 

divided into generic words shared by all documents, class-indicative words for each sensitivity level, identifier-like 

words that are more common in confidential and restricted documents, and dialect words specific to each business 

unit. A quarter of the class-indicative words in a document are drawn from a neighboring class, to represent 

ambiguity, and three percent of labels are randomly corrupted, to represent labeling error. Class proportions differ 

across units, so that the data are heterogeneous. Each unit has 260 training documents and 500 test documents. 
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Compared approaches. Eight approaches are compared. Rule-based keywords uses a dictionary of known 

indicative words for each level, with precedence for higher levels, the default being internal. Centralized training 

pools all units’ raw documents in one place and trains a softmax regression classifier, serving as an accuracy ceiling 

that ignores privacy. Local models only trains a separate model in each unit and does not share anything. Federated 

averaging without noise trains the same model through 30 rounds of local training and averaging. Federated 

averaging with privacy noise adds gradient clipping and noise with noise multipliers of 0.5, 1, 2 and 4. 

 

Metrics. We report accuracy, macro-averaged F1, the under-classification rate, the over-classification rate, the 

accuracy of the worst-performing unit, and an empirical measure of privacy leakage. The leakage measure is the 

success of a simple membership inference attack, which tries to tell training documents from fresh documents by 

the model’s loss, expressed as the area under the curve, where 0.5 means that the attacker does no better than 

chance. This measure does not replace a formal privacy guarantee. 

 

Triage experiment. Using the federated model without noise, documents are labelled automatically if the model’s 

top probability exceeds a threshold of 0.5, 0.6, 0.7 or 0.8, and otherwise routed to a human reviewer who is assumed 

to be correct in 95% of cases. We report the share of documents classified automatically, the overall accuracy of 

the hybrid process, the accuracy of automated decisions and the under-classification rate among automated 

decisions. Reviewer effort is estimated by assuming 90 seconds per manually reviewed document. 

 

All assumptions, including the generating process, the human accuracy and the review time, are inputs of the 

simulation and not measurements. 

 

RESULTS 

 

A. Accuracy, errors and fairness across approaches 

Table 1 reports the main results. The centralized model achieved the highest accuracy (96.4%) and macro F1 

(93.8%), with an under-classification rate of 2.7%. The federated model without noise came close, with 94.4% 

accuracy and 88.5% macro F1, and an under-classification rate of 4.8%, while no raw document left its business 

unit. The rule-based approach reached 74.6% accuracy and made many errors in both directions (10.0% under-

classification and 15.4% over-classification). Local models, trained without sharing, reached 86.8% accuracy on 

average, but their macro F1 was only 73.8% and the under-classification rate was 11.1%, because with few 

documents per unit they learned the rare classes poorly. 
 

TABLE 1. Simulated Classification Performance (mean of 8 replications; 2,500 test documents each) 

Approach Accuracy 

(%) 

Macro 

F1 (%) 

Under-

classification 

(%) 

Over-

classification 

(%) 

Worst-unit 

accuracy 

(%) 

Membership-

inference AUC 

Rule-based 

keywords 

74.6 68.7 10.0 15.4 66.2 0.500 

Centralized 

(pooled raw 

data) 

96.4 93.8 2.7 0.9 95.5 0.536 

Local models 

only 

86.8 73.8 11.1 2.1 77.9 0.672 

Federated, no 

noise 

94.4 88.5 4.8 0.8 92.8 0.526 

Federated, 

noise 

multiplier 0.5 

92.9 86.4 6.1 1.0 91.1 0.524 

Federated, 

noise 

multiplier 1 

88.5 80.8 8.9 2.6 85.5 0.523 

Federated, 

noise 

multiplier 2 

76.9 66.1 15.5 7.6 71.6 0.513 
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Federated, 

noise 

multiplier 4 

62.4 51.7 21.6 16.1 54.4 0.512 

 

Two further observations follow from the table. Local models were the most leaky in the empirical sense, with a 

membership inference score of 0.67 against 0.53 for the centralized and federated models, because small local 

training sets are easier to memorize. Federated training therefore improved both accuracy and empirical privacy 

relative to training in isolation. And the worst-performing unit mattered: local models had a worst-unit accuracy of 

77.9%, while the federated model’s was 92.8%, indicating that sharing knowledge through federation helped the 

units with the least data and the least typical documents most. 

 

B. The cost of privacy noise 

Figure 3a shows how accuracy changes with the noise multiplier. Low noise had a modest effect: at a multiplier 

of 0.5, accuracy fell from 94.4% to 92.9%. At 1 it fell to 88.5%, and under-classification rose from 4.8% to 8.9%. 

At 2 and 4, performance deteriorated sharply, to 76.9% and 62.4% accuracy, with under-classification of 15.5% 

and 21.6% and over-classification of 7.6% and 16.1%. The empirical leakage measure moved little in this range, 

from 0.526 without noise to 0.512 at the highest noise, because the non-private federated model was already close 

to chance on this measure. 

 
Figure 3. (a) Accuracy, macro F1 and membership-inference AUC for federated training as the noise 

multiplier increases. (b) Overall accuracy of the hybrid process and accuracy of automated decisions as the 

share of automatically classified documents falls. 

 

The result implies that the choice of noise level is a governance decision with a concrete price. In this setting, a 

moderate noise level preserves most of the accuracy, while a high level damages the property that matters most, the 

under-classification rate. It also shows the limits of an empirical leakage measure: it is a useful sanity check but 

cannot distinguish noise levels once leakage is already low, and it does not substitute for a formal privacy budget. 

 

C. Triage and operational efficiency 

Table 2 and Figure 3b report the triage experiment. With no routing, the federated model’s accuracy was 94.4%. 

Routing the least confident 10.8% of documents to reviewers (threshold 0.5) raised overall accuracy to 96.8%, 

and automated decisions were 97.0% accurate. Raising the threshold to 0.6 routed 23.7% of documents and left 

overall accuracy at 96.8%, with an under-classification rate of 2.1% among automated decisions. Higher 

thresholds brought little further benefit in accuracy: at 0.8, 64.9% of documents went to reviewers and overall 

accuracy was 95.9%, lower than at 0.6, because reviewers, assumed to be 95% accurate, were themselves less 

accurate than the model’s confident decisions of about 97.6%. 
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TABLE 2. Simulated Triage Results and Reviewer Effort (10,000 documents) 

Confidence 

threshold 

Classified 

automatically 

(%) 

Overall 

accuracy 

(%) 

Accuracy of 

automated 

decisions (%) 

Under-classification 

among automated 

decisions (%) 

Reviewer 

effort 

(hours) 

No review 

(0.0) 

100.0 94.4 94.4 4.8 0 

0.5 89.2 96.8 97.0 2.4 27 

0.6 76.3 96.8 97.4 2.1 59 

0.7 57.5 96.5 97.6 2.1 106 

0.8 35.1 95.9 97.6 2.3 162 

Fully manual 0.0 95.0 not applicable not applicable 250 

Reviewer effort follows directly from the share routed. Full manual review of 10,000 documents at 90 seconds each 

would take 250 hours. At a threshold of 0.6, review covers 23.7% of documents and takes about 59 hours, a 

reduction of about 76%, while overall accuracy (96.8%) is higher than both the unaided model (94.4%) and fully 

manual review (95.0%). The hybrid exceeds both because it uses each where it is better: the model on clear cases 

and the human on ambiguous ones. 

 

D. Summary of findings 

Four findings stand out. First, federated training reached accuracy close to centralized training without pooling 

raw documents, and clearly better than rules or isolated local models. Second, privacy noise has a graded cost that 

becomes severe at high levels, and the cost falls disproportionately on the dangerous error of under-classification. 

Third, confidence-based triage improved accuracy and cut reviewer effort by about three quarters at a moderate 

threshold. Fourth, the worst-performing unit is a more informative indicator than the average, since federation 

helped the weakest units most. 

 

DISCUSSION 

 

The simulation supports the central argument of the framework: accuracy, privacy and efficiency are in tension, 

and the tension can be managed by design and not merely endured. Federated training moves the privacy-accuracy 

frontier relative to the two obvious alternatives, centralizing everything or keeping everything local. Triage moves 

the accuracy-efficiency frontier relative to full automation and full manual review. And the audit structure ensures 

that the choices made at each point are visible to the people accountable for them. 
 

The results also demonstrate why error direction matters. A comparison on overall accuracy alone would suggest 

that the federated model with a noise multiplier of 1 (88.5%) is a modest sacrifice compared with the model without 

noise (94.4%). The under-classification rate, however, almost doubled, from 4.8% to 8.9%, which means that nearly 

one in eleven documents received weaker protection than it needed. Whether that is acceptable is a risk decision. 

For some repositories, it may be, and for others it may not, which is why GACF sets thresholds and noise levels 

per repository and not globally. 

 

For practitioners, five recommendations follow. Define the taxonomy and the asymmetry of its errors before 

choosing a model. Prefer training approaches that keep documents where they are, and treat the noise level as a 

documented decision with a formal privacy budget in deployment. Use calibrated confidence to route uncertain 

documents to reviewers, and set thresholds by repository. Measure the worst-performing unit, and not only the 

average, to detect inequity across units. And audit at all three levels, since governance, model and application 

failures are different and are found by different methods. 

 

The framework also has implications for compliance and assurance. Regulators and customers increasingly ask 

how automated systems that affect data protection are governed. A documented taxonomy, a record of how training 

data were handled, evidence of calibrated confidence and human oversight, and a trail of audits against the three 

levels provide that evidence, and they map naturally to the risk management and oversight expectations of AI 

governance frameworks [18], [19]. 

 

Finally, the framework is conservative about automation. Where a classification has legal consequences, as with 

special categories of personal data, deterministic rules and human decision remain in place, and the model supplies 
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evidence. The aim is not to replace the judgment of data owners and records managers but to reserve it for the cases 

that need it. 

 

LIMITATIONS AND FUTURE WORK 

 

The principal limitation is that the evaluation is synthetic. The documents are bags of words generated from stated 

distributions, with a simple form of heterogeneity across units and a simple form of ambiguity. Real documents 

are longer, structured, multilingual and context-dependent, and real sensitivity is partly a matter of judgment that 

experts dispute. The absolute accuracies reported here should not be expected to hold in practice, and the model 

used, a linear classifier on word counts, is much simpler than the transformer-based models that may be used in 

practice. The relative patterns, in particular the cost of noise on under-classification and the gain from triage, 

follow largely from the structure of the design, but they have not been confirmed on real data. 
 

Second, the privacy analysis is incomplete. Noise is reported as a multiplier and leakage is measured with a single, 

simple attack. A deployment requires a formal privacy accounting, evaluation against stronger attacks, and 

consideration of what the aggregated model reveals about the documents of any unit. Third, the triage experiment 

assumes a fixed and independent reviewer accuracy and a fixed review time, whereas real reviewers vary, tire, and 

are influenced by the model’s suggestion, which can induce automation bias. Fourth, the experiments did not 

examine drift, adversarial inputs, poisoning of updates or the effect of unit-level fairness constraints. 

 

Future work should therefore include: (i) evaluation on real, access-controlled document collections with expert 

labels; (ii) comparison with transformer-based models and with embedding-based approaches under federation; 

(iii) formal privacy accounting and evaluation against stronger inference attacks; (iv) studies of reviewer behavior, 

including automation bias, and of the design of review interfaces; and (v) longitudinal studies of drift, retraining 

and the effect of audit findings on performance. 

 

CONCLUSION 

 

This paper presented GACF, a framework for AI-assisted data classification in enterprise governance that balances 

accuracy, privacy and operational efficiency. It combines a governed taxonomy with an explicit error model, 

privacy-preserving federated training with gradient clipping and noise injection, confidence-based triage with 

human review, and a three-level audit structure covering governance, model and application. In a controlled 

simulation, federated training reached 94.4% accuracy against 96.4% for centralized training and 74.6% for rule-

based keywords; privacy noise reduced accuracy gradually at moderate levels and sharply at high levels, with 

under-classification rising from 4.8% to 21.6% at the highest noise; and confidence-based triage raised overall 

accuracy to 96.8% while classifying 76% of documents automatically and cutting reviewer effort by about three 

quarters. 
 

The simulation is evidence of coherence and not of field effectiveness. The next step is empirical: pilot the 

framework on real documents in a small number of business units, calibrate thresholds and noise levels against 

measured error costs, and audit the result. If the findings are consistent with the logic shown here, organizations 

can classify at scale without concentrating their most sensitive documents, and can direct scarce human attention 

to the cases that need it. 
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